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Discriminative learning framework is one of the very succesful elds of machine learn-
ing. The methods of this paradigm, such as Boosting and Suppt Vector Machines,
have signi cantly advanced the state-of-the-art for class cation by improving the ac-
curacy and by increasing the applicability of machine learriing methods. One of the
key bene ts of these methods is their ability to learn e cien tly in high dimensional fea-
ture spaces, either by the use of implicit data representatins via kernels or by explicit
feature induction. However, traditionally these methods do not exploit dependencies
between class labels where more than one label is predictetany real-world classi ca-
tion problems involve sequential, temporal or structural dependencies between multiple
labels. The goal of this research is to generalize discrimative learning methods for
such scenarios. In particular, we focus on label sequenceatming.

Label sequence learning is the problem of inferring a stateegjuence from an ob-
servation sequence, where the state sequence may encode lading, an annotation or
a segmentation of the sequence. Prominent examples includeart-of-speech tagging,
named entity classi cation, information extraction, cont inuous speech recognition, and
secondary protein structure prediction.

In this thesis, we present three novel discriminative methals that are generalizations
of AdaBoost and multiclass Support Vector Machines (SVM) ard a Gaussian Process
formulation for label sequence learning. These techniquesombine the e ciency of
dynamic programming methods with the advantages of the stagé-of-the-art learning
methods. We present theoretical analysis and experimentatvaluations on pitch accent
prediction, named entity recognition and part-of-speech tgging which demonstrate
the advantages over classical approaches like Hidden MarkoModels as well as the
state-of-the-art methods like Conditional Random Fields.
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Chapter 1

Introduction

Supervised learning is one of the most important areas of mduine learning. Binary
classi cation (where the label set isf 0; 1g), multi-class classi cation (where the label set
isf0;1;:::;mg) and regression (where the label set i) are instances of this problem.

In supervised learning, we are given a labeled training samp of observation-
response variable pairs X;y) where x 2 X andy 2 Y. Itis assumed that (x;y)
pairs are drawn from an unknown but xed distribution p(x;y) de ned over the joint
spaceX Y . The goal is to learn a function f that predicts the best value for the
response variabley given a new observationx. Generative learning methods aim to
model the joint distribution p(x;y) of observations and response variables and predict
a label for the response variable of a new observation usindie conditional probability
p(yjx) obtained by the Bayes rule. However, it has been commonly ajued by many
researchers that ‘one should solve the [classi cation/regression] problem idectly and
never solve a more general problem as an intermediate stefivapnik, 1998]. The in-
termediate stepmentioned here is the modeling of the joint distribution as performed
by the methods of the generative framework. Discriminativelearning methods, on the
other hand, solve the problem directly by learning a mappingfrom the observation
space to label space, as suggested by Vapnik.

Discriminative learning methods, such as Boosting and Supprt Vector Machines
are the state-of-the-art methods for supervised classi cdon. They have improved the
classi cation accuracy signi cantly and increased the apgicability of machine learning
methods. The main advantage of these methods is their abilit to learn e ciently in



high dimensional feature spaces. This is achieved either ihe use of implicit data rep-
resentations via kernels or by explicit feature induction. These methods were originally
proposed for binary classi cation, but have been generalied to multiclass classi cation
and regression frameworks successfully. The problems thawve are interested in this
thesis are multi-class classi cation of multiple observatons whose response variables
are inter-dependent.

1.1 Structured Learning

In many real world problems, the response variables that we wuld like to predict are
not isolated, but live within a temporal or structural depen dency structure. These
structures range from sequences to trees, lattices to moreegeral graphs. Below are a
few examples of these structures.

SequencesAn application where the response variables form a sequencependency
structure is protein secondary structure prediction. This is an important intermediate
task for solving the protein folding problem, one of the mostchallenging tasks of molec-
ular biology. The protein folding problem deals with predicting the three-dimensional
structure (Figure 1.1) of a protein from a sequence of amino eids. Given the di culty
of predicting the tertiary structure, molecular biologist s designed the simpler task of
predicting the secondary structure, i.e. predicting shorer segments such as alpha he-
lices, beta strands, which are packed into the tertiary structure later on. Figure 1.2 is
an example of an amino acid sequence and its secondary struce. The dependence
between the variables is due to the fact that a number of varidles must be assigned
the same label in order to construct a secondary structure.

Tree dependency:Syntactic parsing is a popular tree dependency example. Paing
is useful for almost every task in Natural Language Processag (NLP), e.g. grammar
checking, machine translation, question answering. The tak is to identify the phrase
structure of a sentence generated by the grammatical derividons in order to construct
the sentence. Figure 1.3 example of a sentence and its parsee¢. The parse tree is
formed by a particular con guration of labels of the nodes ofthe tree.

Lattices: In speech recognition, the goal is to recognize a sentencevgn its acoustic
representation. Due to the very large number of similar postble realizations of the
decoding of an acoustic signal, it is common to use latticesof e cient data represen-
tation and computation. Figure 1.4 presents an example of sch a mapping taken from
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Figure 1.1: Three-dimensional structure of a protein

CCPTMAARIQYNACRALGTPRPVCAALSGCKILDVTKCPPDYRY
-EE---HHHHHHHHHHH-----HHHHHHHH--EE-------HHH

Figure 1.2: Example amino acid sequence and its secondaryrgtture

NP VP
N\ ST
Det N VBD NP
AN
Det N
The cat ate t|he mouse

Figure 1.3: The parse tree of the sentence \The cat ate the mose”



this— top~_ _—~of — nineteen\

selling car < =

ninety — seven
the — Stop/ for —" ninty

Figure 1.4: Example word lattice of an acoustic signal

[Hall and Johnson, 2004]. A word hypothesis (such asop) may be consistent with
only a subset of the word hypotheses (such athis) and will be inconsistent with others
(such asthe).

There are other dependency structures observed in real watl problems. In this
thesis, we focus on the sequence dependency structures. Theoblem of labeling, an-
notating or segmenting observation sequences arises in mampplications across a va-
riety of scienti c disciplines, mostly in natural language processing (NLP), information
retrieval (IR), speech recognition, and computational bidogy. Prominent application
examples include part-of-speech tagging (POS), named emi classi cation (NER),
shallow parsing and chunking within the NLP domain [Manning and Schuatze, 1999],
information extraction and text segmentation within the IR domain, continuous speech
recognition, pitch accent prediction and phoneme classi ation within the speech pro-
cessing domain [Jurafsky and Martin, 2000], as well as secdary protein structure
prediction, gene classi cation and protein homology detetion within the computa-
tional biology domain [Durbin et al., 1998]. Problems of this type are commonly called
label sequence learning or sequential learning[Dietterich, 2002].

1.2 Discriminative Label Sequence Learning

One drawback of discriminative methods is that traditionally they do not exploit de-
pendencies between class labels where more than one labebiedicted. For this reason,
till recently, the predominant formalism for modeling label sequences has been based
on Hidden Markov Models (HMMs) and variations thereof. Yet, despite their suc-
cess HMMs have two major shortcomings. First, HMMs are typially trained in a
non-discriminative manner using maximum likelihood estimation for a joint sampling
model of observation and label sequence’s Second, e cient inference and learning in

1One can also train HMMs discriminatively. This method is clo sely related with McCallum et al.
[2000]'s the Maximum Entropy Markov Models [Smola, 2004].



this setting often requires making questionable conditioral independence assumptions.
More precisely, in the case of HMMs, it is assumed that the Makov blanket of the
hidden label variable at time stept consists of the previous and next labels as well as
the t-th observation. This implies that all dependencies on pasi&nd future observations
are mediated through neighboring labels which is clearly wolated in many applications
(especially where long distance dependencies are importgn

The rst problem poses the challenge of nding more appropriate objective func-
tions, i.e. alternatives to the log-likelihood that are more clogly related to application-
relevant performance measures. The second problem is oneddveloping more powerful
architectures, for example, by allowing direct dependencies between a lad and past
or future observations (overlapping features) or by e ciently handling higher-order
combinations of input features. At the same time, one would ike to address these
shortcomings without sacri cing some of the bene ts that HM Ms o er, namely a dy-
namic programming formulation for e cient inference and le arning.

To overcome the limitations of HMMs, di erent approaches for learning conditional
models, such as Maximum Entropy Markov Models (MEMMSs) [McCallum et al., 2000,
Punyakanok and Roth, 2000], Conditional Random Fields (CRFs) [La erty et al., 2001,
Johnson et al., 1999], perceptron re-ranking [Collins, 200, 2002a, Collins and Duy,
2001] have been proposed. These methods basically have twoaim advantages com-
pared to HMMs: First, they are trained discriminatively by m aximizing a conditional
(or pseudo-) likelihood criterion. Second, they are more «ible in modeling additional
dependencies such as direct dependencies of thh label on past or future observa-
tions. Among these models, CRFs are the state-of-the-art inerms of accuracy. In most
general terms, CRFs de ne a conditional model over label sagences given an observa-
tion sequence in terms of an exponential family. Thus, they & a natural generalization
of logistic regression to the problem of sequence learning.

1.3 Contributions

Label sequence learning In this thesis, we continue previous approaches of learn-
ing conditional models and investigate the use of other distminative learning methods
for label sequence learning. We focus on the supervised leang setting, thus we as-
sume the availability of a set of labeled training sequencefrom which a mapping from
observation sequences to correct label sequences is leatnelLabel sequence learning
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can then be considered as a natural extension of supervisedassi cation where the
label space grows exponentially with the length of sequense We propose e cient
learning and inference algorithms that overcome the tractaility issues caused by the
extremely large class space by exploiting the sequence stture of the observation and
label spaces. In particular, we present generalizations dhe two most competitive dis-
criminative methods for classi cation, Boosting and Suppat Vector Machines (SVMs)
the problem of label sequence learning, as well as a Gaussi&nocess (GP) formulation
for label sequence learning.

Sequence Boosting  We rst investigate di erent loss functions, an exponential loss
function such as the one used in boosting algorithms [Scham and Singer, 1999, Fried-
man et al., 2000] based on ranking the entire sequence and as®function that explicitly
minimize the zero/one loss on labels, i.e. the Hamming lossas opposed to minimizing
the loss on the entire sequence, as alternatives to the lossriction of CRFs. We also
present a boosting algorithm, Sequence AdaBoost [Altun et i, 2003a] that optimizes
the exponential loss function for label sequences. It has #h advantage of performing
implicit feature selection, typically resulting in very sparse models. Feature sparse-
ness is important for model regularization as well as for e dency in high dimensional

feature spaces.

Hidden Markov Support Vector Machines Both Sequence AdaBoost and the
previous work mentioned above lack the power of kernel-basemethods due to their
explicit feature representations. We developed an architeture for learning label se-
guences which combines HMMs with SVMs in an innovative way (pint work with
loannis Tschochantaridis). This novel architecture is caled Hidden Markov SVM (HM-
SVM) [Altun et al., 2003c]. HM-SVMs address all the shortconings of HMMs, while
retaining some of the key advantages of HMMs, namely the Mar&v chain dependency
structure between labels and an e cient dynamic programming formulation. The two
crucial properties of HM-SVMs inherited from SVMs are the maimum margin princi-
ple and a kernel-centric approach to learning non-linear dicriminant functions.

Gaussian Process Sequence Classi cation We also investigate the use of a Gaus-
sian Process (GP) formulation of label sequence learningeading to Gaussian Prior Se-
guence (GPS) Classi cation [Altun et al., 2004b,a]. The man motivation for pursuing

6



this direction is to combine the best of both worlds from CRFsand SVMs. More specif-
ically, one would like to preserve the main strength of CRFs,its rigorous probabilistic
semantics. There are two important advantages of a probabistic model. First, it is
very intuitive to incorporate prior knowledge within a prob abilistic framework. Second,
in addition to predicting the best labels, one can compute paterior label probabilities
and thus derive con dence scores for predictions. This proprty is valuable in particu-
lar for applications that require a cascaded architecture 6 classi ers. Con dence scores
can be propagated to subsequent processing stages or usedatostain on certain predic-
tions. The other design goal is the ability to use kernel funtions in order to construct
and learn over Reproducing Kernel Hilbert Spaces (RKHS), tlereby to overcome the
limitations of ( nite-dimensional) parametric statistic al models. A second, indepen-
dent objective of GPS is to gain clarity with respect to two aspects on which CRFs
and the SVM-based methods di er, the rst aspect being the loss function (logistic loss
vs. hinge loss) and the second aspect being the mechanism dskr constructing the
hypothesis space (parametric vs. RKHS).

It is important to note that even though the techniques proposed in this study are
presented for sequences, they are immediately applicableotmore general structures
for which e cient dynamic programming techniques are available, since the building
blocks of the computations in these methods are simply the sgient statistics of the
data.

The outline of the thesis is as follows: We rst present the famal setting of the label
sequence learning problem in Chapter 2. In this chapter, we lao describe the details
on CRFs and a perceptron algorithm for label sequences as wels the investigation of
di erent loss function. Then the generalization of Boosting, Sequence AdaBoost, the
generalization of SVM, HM-SVM and a GP sequence formulation GPSC, are proposed
in Chapters 3, 4 and 5 respectively. These chapters provide etails on the objective
functions, optimization methods, theoretical analysis ard experimental evaluations of
these techniques. Also, we provide an incremental comparis of these techniques at the
end of each chapter. Finally, we conclude and suggest sometfue work in Chapter 6.



Chapter 2

Label Sequence Learning

In this chapter, we present the formal framework of the labelsequence learning problem.
Label sequence learning can often be cast as a problem of infimg a Markov chain
of label (or state) sequence from an observation sequence,here there is a one-to-
one mapping between observations and labels. Hence, it is aegeralization of the
standard supervised classi cation problem where values othe random variables are
predicted not only with respect to the observations but also with respect to values
of the neighboring random variables. The goal is to learn a dicriminant function for

sequencesy = (Y1;Y2; .Y i) with x¢ 2 X;yy 2 . We call , the label set of
observations or themicro-label set and Y = !, the label set of observation sequences
or the macro-label set where | denotes the length of label sequencg 1. Let S = | j
be the size of the label set of each variable. Then, the size tiie macro-label set scales
exponentially with the length of observation sequencesjfj = S'). We assume that a

is available to learn the mapping fromx to y. The training set, as well as the test set
are assumed to be drawn i.i.d from an unknown, but xed distribution P (x;y).

In a discriminative framework, the goal is to learn a mappingfrom X to Y. In order
to achieve this, one needs to describe three aspects of leamng : a learning architecture,
namely a parameterized family of discriminant functions, an objective function and
nally an optimization method 2. In Section 2.1, we describe the learning architecture

1For sequences of dierent length |, Y is going to be dierent. When clear from the context, we
abbreviate Y' as Y.
2A related aspect is the regularization which is exploited in the following chapters.
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that has been proposed by previous work and is adapted in thistudy. In Section 2.2,
we present two loss function for label sequences, as well asmse objective functions
that motivate the objective functions used for label sequere learning problem. We
then describe some optimization methods for these loss futions in Section 2.3.

2.1 Learning Architectures

A learning architecture species a family of -parameterized discriminant functio ns
F(x;y; ) that assign a numerical score to pairs of observation/label sequences where:

F:X Yi< 2.1)

One can think of F(x;y; ) as measuring the compatibility between the observation se-
guencex and the label sequencg. Each discriminant function F induces a mappingf ,

f(x; ):argma)>/< F(x;y;) ; (2.2)

where ties are arbitrarily broken. We initially restrict ou r attention to discriminant
functions that are linear in some feature representation of X;y), ( x;y) 3.

X Yi< d (2.3)

is a feature map de ned on the joint observation-label sequece space. Hencel has
the following general functional form:
X
F(x;y; )= k kKy)=h; (xy)i: (2.4)
k
The model is assumed to be stationary. Thus, parameters areshared by every

position t in the sequence, resulting in the following formulation of the discriminative

function:

X X X
F(x;y;) = k k(Gy;t)= h; (xy;t)i: (2.5)
t k t

where ( X;y;t)is the same feature mapping, now restricted to positions irthe sequence
rather than the whole sequence. Then, one needs to de ne theehtures  to complete
the design of the architecture. Our main design goal in de nng is to make sure that

f can be computed fromF e ciently, i.e. using a Viterbi-like decoding algorithm.

3Features in maximum entropy modeling terminology are often referred as weak learners in the
boosting community.
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2.1.1 Feature Representation

Following previous work, we focus on extracting two types offeatures from a sequence
pair (x;y). The rst type of features capture inter-label dependencies between neigh-
boring labels:

s (i) =Mys= 1ly:= 1 (2.6)

where ; 2 denote micro-labels and [[ ]| denotes the indicator function of the en-

closed predicate. Here, ¢ (X;y;t) corresponds to a feature ((X;y;t) where k is

indexed by (s;; ), the label at position s and the label . These features sim-
ply indicate the statistics of how often a particular combination of labels occur at

neighboring sites. We restrict the inter-label dependenas to neighboring labels ( e.g.
s2ft+1;t+2g for 3 order Markov features ) to achieve our design goal, i.e. to
ensure the availability of e cient dynamic programming alg orithms.

The second type of features captures the dependency between micro label and
the observation sequence. First some observation attribugs that are relevant for
the particular application are de ned and then are combined with micro-labels. These
features indicate the statistics of how often an attribute occurs with a particular label
conjunctively

s OGY;)=0ye= 1 r(xs): (2.7)

Again ¢ (X;y;t) corresponds to a feature (x;y;t) where k is indexed by (s;r; ),
the attribute r of the observation at position s and the label . For example, in Named-
Entity Recognition, if (x) denotes whether the wordx is 'Mr.', is the micro-label
denoting the continuation of a person name, ands is the position beforet, s=t 1,
then the feature & (X;y;t) denotes whether thet-th micro label in the label sequence
y is a continuation of a person name and the previous word (the ward at positiont 1)
is 'Mr.'

In the discriminative framework, we condition on the observation sequence (as
opposed togenerating it as in the generative framework). Hence, extracting featues
from arbitrarily past or future observations does not increase the complexity of the
model. For this reason, there are no restrictions on the reldonship of s and t. The
features for which s 6 t are usually called overlapping features (or sliding window
features), since the same input attribute 5(Xs) is encoded in the model multiple times

10
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a) HMM b) CRF and variations

Figure 2.1: Graphical representation of HMMs and CRFs.

within di erent contexts. These features are used widely in discriminative sequence
learning [La erty et al., 2001, McCallum et al., 2000, Collins, 2002a] and have been
shown to improve classi cation accuracy in di erent applic ations.

The common use of overlapping features is by selecting an apppriate window size

and de ning a window centered at the current position, i.e. s2ft ;:::;t + g@.
If each input is described by A attributes 4 and if there are S = j j possible states,
then one may extract a total of (2 +1) S A features of this type by combining every
input attribute with every micro-label for each position in the sliding window.

The features extracted at a positiont are simply stacked together to form ( x;y;t).
Many generalizations of this feature representation are pssible, such as extracting
di erent input features dependent of the relative distance jt sj in the chain. We use
this representation as a proto-typical example.

Figure 2.1 illustrates the di erence between the architecure of HMMs and the
architecture described in this section, which is used in CRE and the methods proposed
in this study. Shaded areas indicate variables that the modkconditions on. As the
values of the variables are given, it is computationally inxpensive to use overlapping
features in Figure 2.1b, which is not the case in HMMs.

2.1.2 Kernels for Label Sequences

To overcome the limitations of a linear discriminative function F, one may use ker-
nel functions in order to construct and learn over Reproducing Kernel Hilbert Spaces
(RKHS).

In some applications, features that are combinations of som attributes might be
highly relevant. For example, in name entity recognition task an attribute \The current
word is United and the next word isStates.” is a more reliable predictor for the
beginning of a location name than having two attributes\The current word is United ."
and \The next word is States .". If we consider only word features, then the number of
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such n-gram features isn times of the size of the corpusW. If features that re often
(such as capitalization, ending with some letter, etc.) arealso included in the model,
then the number of features would be some scalac times nW, wherec < W . If n;c
and/or W is large, the computation and/or the storage of these higherorder features
explicitly may be intractable 4.

Kernel-based architectures provide an e cient alternative to parametric models
with their ability to perform implicit non-linear mappings to a high dimensional space
via kernel functions K (x; x) = hT x); T x)i. In order to use kernels, we need methods
that can work in a dual representation, where the data entersthe computation only
in the form of inner products of pairs of observations, whichcan in turn be replaced
by the kernel function. SVMs and KLR are such methods and we inestigate their
generalizations to label sequence learning in Chapters 4 @nb respectively.

The fundamental design decision for the kernel-based arctécture is the engineering
of the kernel function k that determines the kernel matrix K with entries K .y).i.yo =
k((x":y); (x):y9). As in the case of the primal form of features, our choice okernel
functions is restricted by computational constraints. We consider the kernel functions
using which the discriminative function F can be computed e ciently.

Consider the kernel functions of the form

K((Xx;y); (x;¥)) = h( x;3y); ( X;y)i (2.8)

The inner product of the 2" order Markov feature vectors ( x;y) and ( x;y) de ned
in Section 2.1.1 is given byP st Ys = eIN( x;8); ( X;0)i + o [Ys= Vi Y1 = Yeaa ]
where ( x;s) denotes a vector of attributes of x that are extracted from a window of
observations centered at positions. Kernelizing the inner product of the observation
attributes, we propose to use the kernel functionk = k! + k? for sequences, where

X
k(X y); (X;y)) Iys = yeDo(( x;8); ( X;t)); (2.9a)

s;t

KA (6 y): (:¥) Iys= yi* yse1 = yea I (2.9b)

s;t
and g is a standard kernel function de ned over observation pattans and > 0. For
example, wheng is a polynomial kernel of degree 2,g(x; x) = (hx;xi +1)?, the set
of observation-label features induced byk! consists of all attributes ( x;s) and their

4The situation is more severe when the features are real values and a Gaussian kernel is used, since
this corresponds to having in nitely many features.
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pairwise combinations conjoined with a particular label. Notice that k! couples obser-
vations in both sequences that share the same micro-labeld ¢he respective positions,
whereask? counts the number of consecutive label pairs that are commorin both
label sequences (irrespective of the inputs). The scalingattor in k? ensures that
the inter-label dependency contributions are not overwritten by the observation-label
dependency features, as it is common to have many observatioattributes and g may
increase their contribution, as in the polynomial kernel.

The following lemma provides some principles to construct omplicated kernels from
simpler ones:

Lemma 1 ([Cristianini and Shawe-Taylor, 2000] Proposition 3.12) Let K; and K, be
kernels overX X;X < Ma2<*; : X !< ™ with K3 a kernel over<™ < M,
Then the following functions are kernels:

1. K(x;2) = Kyi(x;2) + Ka(X;2)
2. K(x;z) = aK1(x;2)

3. K(x;z) = K3(( x); ( 2)

Theorem 1. The function k given in Equation 2.9 is symmetric positive semi-de nite.

Proof. k2 is a kernel by the de nition of a kernel, the inner product of a feature repre-
sentation, and by Lemma 1.2. k! is also a kernel by the kernel de nition and by Lemma
1.3 (by generating possibly in nite attributes of ( x;s), joining it with the label value

to form a new feature representation and taking the inner praluct of the new feature
representation). Then, k is a kernel by Lemma 1.1. O

The rationale of performing kernelization only on the obsewations is the so-called
pre-image problem One can perform a non-linear feature mapping over observains
using kernel functions during both learning and inference,since they are observed in
both cases. However, nonlinear kernelization of labels redts in the pre-image problem
[Weston et al., 2002], namely the problem of projecting labk sequences from high
dimensional space (induced by the kernel function over labig) to the low dimensional
(original) space during inference. This operation disturls the linear nature of the search
problem which enables the availability of the e cient Viter bi algorithm Thus kernelizing
over labels leads to non-linear decoding schemes, which isgblematic for sequences.
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In order to avoid this problem, we restrict ourselves to linear feature maps over label
sequences, but impose no restrictions on mappings over obygation sequences.

One can generalize Equation 2.9 in various ways, for exampley using higher order
terms between micro-labels in both contributions, without posing major conceptual
challenges. For the sake of presentation, we stick to Equabdn 2.9 and use it as a
prototypical example of the more general setting.

The Representer Theorem [Kimeldorf and Wahba, 1971] desdries the characteris-
tics of optimal solutions for kernel-based methods:

Theorem 2. Letk: X X ! Y be the kernel of the corresponding Reproducing Kernel

andy' 2 Y, the solution F 2 H of
X

; iy 2
pzln i L(x; ¥y, F)+ KkFkKE (2.10)
whereL : X Y H!< is a loss function measuring the discrepancy of (x') and
y', is given by
X .
F(x)= ik(x"; x) (2.11)

The most important consequence of the Representer Theorensithat one can nd
a nite set of parameters ; to obtain the optimal solution of Equation 2.10, instead of
dealing with the possibly in nite dimensional RKHS. This th eorem holds for a variety
of cost functions such as hinge loss and logarithmic loss, hee it applies to SVMs
and kernel logistic regression. The Representer Theorem guantees that the optimal
solution of methods in which we use the kernelized architeetre, namely HM-SVMs
(Chapter 4) and GPS classi cation (Chapter 5), is of the following form:

. X X _ .
F(x);y) = G k(5y) (5 y) = TKegyy: (2.12)
iy
whereeg; vy is the (j; y)-th unit vector. Equation 2.12 holds for suitably chosen  which
depends on the objective function to be optimized. This Repesenter Theorem may
not seem to be useful, since the number of parameters scale exponentially with the
length of sequence. However, in the following chapters, we ake use of the dependency
structure of ..y in order to reduce the number of these parameters.
14



2.2 Objective Functions

There is no single objective function for label sequences #t would give the best perfor-
mance in all situations. This choice rather depends on the sgci ¢ application. In this
thesis, a number of alternatives are investigated. We rst point out some loss functions
for sequence learning that are generalizations of the staratd loss functions for variable
classi cation. Unfortunately, it is NP-complete to optimi ze these functions. However,
they are still worth investigating since they motivate the choice of the loss functions
used in both previous work and this study.

2.2.1 Loss Functions for Sequences

Motivated from the standard zero-one classi cation loss, v& de ne the empirical risk
of label sequences fon training instances
1 X : ,
R*()= = [If(x:) 8y (2.13)
i=1
A second risk function we consider is based on the ranking legFreund et al., 1998,
Schapire and Singer, 1999] which measures the fraction ofdorrect label sequences that
are ranked higher than the correct one. Although ranking los is more appropriate for
ranking problems, it might also be advantageous over zerofme loss in classi cation.
When perfect classi cation on the training data is not achievable, the ranking loss
provides more information than the zero-one loss.

X X _ -
R™( w)= [FOys)  FO<GySD e (2.14)
i=1 ys8y!

As the length of a sequence increases, the probability of agktving zero-loss on a
sequence decreases exponentially (if the micro-label aaacy is not perfect). This
motivates measuring the performance of a sequence classi & terms of zero-one loss
for individual labels. One might hope to design better classers by optimizing a loss
function that is similar to the evaluation metric. Hence, we propose the Hamming risk
[Schapire and Singer, 1999] which measures the zero-oneddsr individual labels.

X :I_)di . )
R™()= & [fu(x') 8wl (2.15)

L
i=1 t=1
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wheref(x'; ) is the t-th micro label of the label sequence given by (x'; ) and I is
the length of the ith sequence. Normalizing by this term leads to a loss between (hd
1. Notice that Equation 2.15 reduces to the standard empiri@al misclassi cation risk,
if the sequential nature of the data is ignored.

The three risk functions presented are discontinuous and no-convex in , and are
NP-complete to optimize. Moreover, minimizing the empirical risk alone is not su cient
to ensure good generalization. The methods discussed in thistudy can be understood
as minimizing an upper bound on one of these risk functions, gssibly combined with
a regularization term. Below, we discuss two loss functionsthe logarithmic loss and
the marginal loss as upper bounds oRZ° and R"™ respectively.

2.2.2 Logarithmic Loss and Conditional Random Fields

We now present the conditional likelihood function optimized by Conditional Random
Fields (CRFs) [Laerty et al., 2001]. CRFs have been the state-of-the-art in label
sequence learning till recently. They are a natural generatation of logistic regression
to label sequences. The probability of a label sequence coitibning on an observation
sequence is given by

Blyix; ) = ﬁexp[F(x;y; N (2.16)

where Z(x; ) = P y exp [F(x;y; )] is a normalization constant. This distribution is
in exponential normal form and the parameters are also called natural or canonical
parameters. The corresponding su cient statistics are given by performing the sum
over the sequence index: | ((Xx;y;t). If the features are restricted to binary values,
these su cient statistics simply count the number of times a feature ¢ has been
\active" along the labeled sequence X;y).

The objective in CRFs is the maximization of the conditional likelihood, or equiv-
alently the minimization of the negative logarithmic loss (conditional log-likelihood):

1 X o
R*()= = logp(y'jx';) : (2.17)
Nz
When it is not regularized, the logarithmic loss is prone to wer tting, especially with
noisy data. For this reason, it is common to penalize this obgctive function by adding
a Gaussian prior (a term proportional to the squared normijj jj2) as suggested in
[Johnson et al., 1999, Chen and Rosenfeld, 1999] to avoid aviting the training data.
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The negative log-likelihood provides an upper bound on the mpirical zero-one risk:
Proposition 1. R*log2 R ',

Proof. Distinguish two cases:
(i) F(x';y';) > maxygyi F(x';y;) in which case log2[f(x';) 6 y'] =0 =
logl  logp(y'jx’; ).

(i) F(x';y';)  maxygyi F(x';y; ) in which case, since p(y'jx'; ) 3,
log 2[f (x';) & y'1= logs  logp(y'jx'; ).
Summing over alli completes the proof. O

2.2.3 Marginal Loss

In many applications, one is primarily interested in the per-label zero-one loss oHam-
ming loss [Schapire and Singer, 1999]. Here we propose a logarithmicarming loss
function for label sequences. Following [Kakade et al., 200 Altun et al., 2003a], one
can de ne a logarithmic risk based on the marginal probabilties of the individual label
variables y;:

X -
R™() = - logp(yix; ) (2.18)
i=1 t=1

where p(yijx; ) = yyi=yi P (yjx'). This is a non-convex function and de nes an
upper bound on the Hamming risk R", if one uses a pointwise decoding function
Proposition 2. With f¢(x; ) =argmax p(Y; = jx;) , the following bound holds:

log2 R™() R ™() .

Proof. Distinguish two cases:

() fe(x) = yi, then [f(x)8 y:] =0 log 1 log p(ytjx; )

@iy f¢(x) 6 vy, then log2[fi(x) 6 y;]] = log2 logp(yijx; ), since Pr(Y; =
ViiX; ) % because there exists 6 y; such that p(Y; = yijX; ) p(Y; = jx;)and
p(Y: = vijx; )+ p(Ye = jX;) 1. The claim follows by summing over all sequences
and all positions in sequences and applying the bound to evgrterm individually. O

2.3 Optimization Methods

The method of optimization might have a crucial role in the e ectiveness of a clas-
si cation method. In general, an optimization method which converges fast, results
17



in sparse solutions or that can handle a large number of feates or large data might
have advantages over other optimization methods. In some ®s, an approximate op-
timization that is more e cient in one of these aspects might be preferred over an
exact method, if they have similar accuracy. It might also bethat an approximation
method performs better than the exact method. For example, parse greedy methods
perform regularization inherently, which might lead to better generalization properties
than performing regularization by adding a term to an objective function that is prone
to over tting.

Below, we present two optimization methods for the logarithmic loss of CRFs (Sec-
tion 2.3.1), and one method for optimizing the marginal loss(Section 2.3.2).

2.3.1 Optimization of Conditional Random Fields
Exact Optimization of CRFs

A number of algorithms have been proposed to estimate that minimize (2.17) exactly.
These include iterative scaling [La erty et al., 2001] and various avors of conjugate
gradient descent and second order methods [Wallach, 2002,h& and Pereira, 2003,
Minka, 2001a]. Sha and Pereira [2003] show that Limited-Merary BFSG (L-BFSG),
a quasi-Newton method, is more e cient for minimizing the convex loss function in
(2.17) than the other methods in shallow parsing.
The gradient of the negative log-likelihood is given by:
X X .# X o
r R99 = E (x:y;t)jx = x' (xhy':t) (2.19)
i t t

where the expectations are computed w.r.t.p(yjx; ). The stationary equations then
simply state that the observed su cient statistics should m atch their conditional expec-
tations. Computationally, the evaluation of P . (x';y';t) is straightforward counting,
while summing over all sequencey to compute E  , (X;y;t)jx = x! can be per-
formed using dynamic programming techniques, namely forwal-backward algorithm
[Manning and Schuatze, 1999], since the dependency structe between labels is a simple
chain.

Approximate Optimization of CRFs: Hidden Markov Perceptro n Learning

Computing the gradient of the logarithmic loss function, (2.19) might be computation-
ally expensive if the corpus is very large, since one has to ogute the expectations of
18



features for every training example. In some cases, a singkxample might be as infor-
mative as the entire corpus to update the parameters. Then, a online algorithm that

updates the model using a single training example may convee substantially faster
than a batch algorithm. If the distribution is peaked, the contribution of the most

likely label dominates the expectation values. Assuming tls, the so-calledViterbi as-

sumption, one can compute a good approximation of the gradients by caidering only
the most likely label sequence according to the current mode The following online
perceptron algorithm for label sequence learning (Algorihm 1), proposed by [Collins,
2002a], makes use of these two approximations:

Algorithm 1 Hidden Markov Perceptron algorithm.

1: Initialize =10
2: repeat _
3. for all training patterns x' do

4 Compute § = arg maxy F(x'y: 1)

5 if y' 6 ¢ then

6: t+1 e+ (xhyh) (x';9)

7 end if

8: end for

9: until convergence or a maximum number of iterations reached.

At each iteration, Hidden Markov Perceptron (HM-Perceptron) computes an ap-
proximation of (2.19) using only the current training instance x' (as opposed to the
entire corpus) and the label sequence that achieves the highest score fox' (as op-
posed to all possible label sequences) can be found by Viterbi decoding [Manning
and Schatze, 1999]. In order to avoid uctuations, one can aerage over the iterations
of the perceptron algorithm as described in [Freund and Schaire, 1998]. Ciaramita
and Johnson [2003] present a space-e cient implementationof the average perceptron
algorithm.

Although we describe HM-Perceptron as an approximation algrithm of CRFs, it
was originally proposed as a generalization of the percepbn algorithm, which allows
the margin interpretation and leads to online mistake bounds due to Noviko 's Theorem
[Noviko , 1963], as discussed in Section 4.5.
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Pitch Accent | R'™9 R™ | HM-Perceptron
Accuracy 76.62 | 76.40 76.55

Table 2.1: Per-label accuracy of Pitch Accent Prediction on CRFs, R™ and HM-
Perceptron with window size 5.

2.3.2 Optimization of Marginal Loss

We propose using standard numerical optimization procedues such as L-BFSG to
optimize R™. The gradient is given by
X X . _ .
r R™ = E (xy;Dix=x5ye=y  E (xyiix=x" (2.20)
it

Equation 2.20 indicates that the expected su cient statist ics are now compared not to
their empirical values, but to their expected values, condiioned on a given label value
yi. In order to evaluate these expectations, one can perform dyamic programming
using the algorithm described in [Kakade et al., 2002], whik has (independently of our
work) also focused on the use of Hamming loss functions for gaences. This algorithm

has the complexity of the forward-backward algorithm scalel by a constant.

2.4 Experiments

We experimentally evaluated the objective functions desdbed above on one speech ap-
plication, pitch accent prediction, and on two NLP applicat ions, Named Entity Recog-
nition (NER) and part-of-speech tagging (POS). The descrigion of these applications
and the features used can be found in Appendix B.

We ran experiments comparing the two loss functionsR' (Equation 2.17) and
R™ (Equation 2.18) using both BFSG. We also evaluated the perfomance of average
HM-Perceptron algorithm. The regularization constants of both R and R™ were
adjusted using development data. ForR™?, in order to account for the risk of local
minima, we iteratively restarted the optimization from a point that is slightly (and
randomly) perturbed from the optimal point of the last optim ization step until the
value of the objective function does not improve.

The results summarized in Tables 2.1, 2.2 and 2.3 demonstratthe competitive-
ness of theR™ with respect to R". We observe that in di erent applications the
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NER | R | R™ | HM-Perceptron
F1 74.83| 74.17 73.41

Table 2.2: F1 measure of NER on Spanish newswire corpus on CRFR™ and HM-
Perceptron with window size is 3.

POS R | R™ | HM-Perceptron
Accuracy | 95.68| 95.71 95.91

Table 2.3: Per-label accuracy of POS tagging on PennTreeBdnon CRFs, R™ and
HM-Perceptron.

ordering of the performance of the two loss functions change The performance of av-
erage perceptron varies as well. In pitch accent predict andNER, average perceptron
performs slightly worse than CRF. One might consider this asnot surprising, since
HM-Perceptron is an approximation of CRF. However, it performs better than CRFs
in POS tagging. This result is consistent with the results in [Collins, 2002a] and it can
be explained by the margin interpretation of HM-Perceptron and the generalization
properties of the perceptron algorithm.

2.5 Discussion

The experimental results are consistent with our intuition that there is no single ob-
jective function resulting in the best performance in all stuations.

We have observed that the marginal loss gives better performnce for POS tagging
whereas log-loss gives better performance for pitch accemirediction and NER. For
the rest of this thesis, we focus on objective functions thatare de ned over the entire
sequence rather than the ones based on the Hamming loss.

We also observed that an approximation algorithm, HM-Perceptron, can perform
better than the exact algorithm for some applications and mabe preferable over ex-
act optimization of CRF on other applications, since it is very easy to implement,
computational much more inexpensive and results in similarperformance.

In the next three chapters, we present generalizations of Bosting, SVMs and kernel
logistic regression to label sequence learning problem bad on the framework presented
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in this chapter. The advantages of each of these methods ovahe ones described in
this chapter are also discussed.
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Chapter 3

Sequence Boosting

Boosting [Freund and Schapire, 1997] is one of the most powkr learning ideas in-
troduced to the machine learning community in the last decace. It is a discriminative
learning technique to nd a highly accurate classi er, an ensemble by combining many
simple, low-accuracy classi ers orweak learners AdaBoost is the best known and most
popular boosting algorithm and enjoys the advantages of thesparse feature represen-
tation.

In this chapter, we present a generalization of AdaBoost to &bel sequence learning,
Sequence AdaBoost [Altun et al., 2003a]. Sequence AdaBoohkas all the advantages
of discriminative methods for sequence learning as well assiimplicit feature selection
property. This is important for e cient inference in high di mensional feature spaces
and model regularization. Sequence AdaBoost also makes usd the availability of
a dynamic programming formulation for e cient learning and inference due to the
Markov chain dependency structure between labels.

After a short overview of Boosting (Section 3.1), we de ne the objective function
of Sequence Boosting in Section 3.2. Then two optimization rethods of Sequence
Boosting, gradient based optimization and Sequence Adabat, are described in Section
3.3. We present generalization properties of Sequence AdaBst in Section 3.4 and
brie y mention related work in Section 3.5. We conclude this chapter with experimental
results (Section 3.6) and discussions (Section 3.7).
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3.1 Boosting

Since Boosting is a very well known method in the machine learing community, we
only present a brief overview in this section.
Given a (possibly in nite) set of weak learners (features) ; 2 H and a training set

xed distribution P (x;y), the goal of Boosting is to nd a weight vector for a linear

combination of weak learners:
X
F(x;y; )= ror(Xy) (3.1)

;
The label of a new observation is found by simply performing amax operation on F
over all possible labels.

The best known algorithm of Boosting is AdaBoost (Algorithm 2). We describe
AdaBoost.MR, a multiclass version of AdaBoost based on the anking loss [Schapire
and Singer, 1999].

Algorithm 2 AdaBoost.MR
1 Initialize Do(i;y)=1=(n(S 1));8i;y 6 y';Do(i;y') =0;8i.
. Initialize =0

Compute optimal increment 4
Update weight K+ 4 «

2
3
4:  Pick a weak learner
5
6
7 Update D41 :

D.(i;y)exp 3 w( k(X;y)  «(X';y")

2 (3.2)

Dr+1(iy) =

8: end for

AdaBoost.MR is an iterative algorithm. At each round, the goal is to nd the weak
learner that minimizes the rank loss:

P P , -
R™() = Ly ey DEVIFOGY ) FOGy:I (3.3)

nding the weak learner | that minimizes Z, at each round, since the rank loss is
upper bounded by Z, for all r. Then the optimal weight update of | is found by:

1 1 K
—In
2 k

24

4 k = (3.4)



where = P; p,[argmax, «(x';y) 6 y'] is the error of weak learner | at round
r. This serial update technique usually leads to a solution wh only few non-zeros
parameters and therefore results in a sparse feature represtation.

Maintaining a weight distribution over training examples i s a key idea of Boosting.
This distribution is updated at every round, so that more emphasis is placed on the
misclassi ed examples, Equation Equation 3.2.Z; is a hormalization constant chosen
so that D41 is a distribution.

The choice of the optimal weight update as well as the distrilution over the training
examples is based on the loss function optimized by AdaBoosti.e. the exponential
loss:

X X , .
R()= D(i;y)eF(X';y?) F(x'y') (3.5)
i=1 y6y
Early studies suggested that boosting is a very robust methd. This has been the-
oretical explained by the observation that it maximizes the ensemble margin [Schapire
et al., 1998]. However, more thorough experimental studieshowed that boosting can,
in fact, overt very badly with noisy data. Dierent regular ization methods have
been proposed, such as bounding the parameters from aboveral below [Mannor
et al., 2003], or adding a smoothing constant to the numerato and denominator in
Equation Equation 3.4 which leads to limiting the magnitude of the values as well
[Schapire and Singer, 1999].

3.2 Objective Function

Following Schapire et al. [1998], we propose the followinghgective function for label
sequences:

X] X iy iaygi -
R (;w) D (i; y)ef i) Pyt (3.6)
i=1 yeyi
Proposition 3. The exponential risk is an upper bound on the weighted versioof the
rank risk, Equation 2.14:
X X

DG y)IF(x';y; ) F(xy5 )1 R
i=1 y6y!
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Proof. (i) If F(x';y';) >F (x';y;)then [ F(x';y;) F(':;y';)=0 e for
any z.

(i) Otherwise, [F(x';y;) F(xi;yi;)[=1= & &) Flyh)

Performing a weighted sum over all instances and label sequneesy completes the
proof. O

Interestingly, when D is uniform for all y of each training instance x', this loss
function is simply the weighted inverse conditional probaklity of the correct label
sequence Equation 2.16, as pointed out by La erty et al. [20Q].

X
R ( ;w) = D(i)

1
— (3.7)
p(y'ix'; )

Another way of writing the exponential loss function is using the odds ratio which

reveals the relationship of Sequence Boost and HM-SVM as disissed in Section 4.7.
Let O be the odds ratio between two label sequences and y. For a given observation

sequencex, the odds ratio of two label sequences w.r.t. is given by:

ox;yry;) = 7%&;}( (3.8)
= exp[h ; (x3y:t)y  (xyy;0)i] (3.9)

t
Then, the exponential loss is simply the sum of odds ratio of he correct label sequence
and all the incorrect label sequences weighted w.r.t. theidlengths and our goal is to
nd which minimizes the exponential loss:

X X o
R ( ;w) D(i) ox";y"y;) (3.10)
i y6y!
= argmin R®"( ;w) (3.11)

What should be the form of D(i)? We consider distributions where each training
instance is weighted with respect to its length in order to acount for varying sequence
length:

(3.12)

wherel' is the length of the i-th sequence. In the case of noisy data, the exponentiated

di erence between the correct and incorrect sequence scasgEquation 3.11) might be

extremely large, scaling exponentially with the length of the sequence. Then, long
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sequences might dominate the loss function and leave shortesequences ine ective.
To overcome this problem, we consider weighting functionsdgw(l') = I'log  with
2 (0; 1] as plausible candidates.

3.3 Optimization Methods

R®® is a convex function. We rst discuss an exact optimization method using standard
gradient based methods, then present the Sequence AdaBooatgorithm.

3.3.1 Exact Optimization

In order to derive the gradient equations for the exponentid loss, we can simply make
use of the following elementary facts:

( logp()= PO . gy L = PO _r ( logp()) . (3.13)

p() p() p() 2 p()

Then it is easy to see that

r

Ro9( W) = E " (xiyitix=x Pt(X‘;yi:t)D-. 3.14
TR = DX ) M: 314)

i
The only dierence between the gradient of R, (2.19), and the gradient of R®®,
(3.14), is the non-uniform weighting of di erent sequencesby their inverse probability,
hence putting more emphasis on training label sequences thaeceive a small overall
(conditional) probability. In order not to emphasize long sequences excessively, the
contribution of each training example is also weighted w.rt. its length. In the absence of
w(l) term, r R®® can be dominated by very long sequences singgy'jx'; ) decreases
exponentiall with the length of the sequence.

Given the gradient equations, we can solve the optimizationproblem using a P
order gradient method, such as a Quasi-Newton method. Sinc¢hese optimization
techniques update all the parameters in parallel, the resuing classi er lacks sparseness
properties. We now propose Sequence AdaBoost which is a optization method for
Sequence Boosting with the advantages of feature sparserses

3.3.2 Sequence Boosting

As an alternative to a simple gradient method, we derive a bosting algorithm that gen-
eralizes the AdaBoost.MR algorithm for multiclass classi cation [Schapire and Singer,
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1999] to label sequence learning. This is an approximation lgorithm (optimizing a

bound on the exponential loss function) with sequential updites. Due to this serial
update technique, the algorithm usually stops after updating only a small subset of all
parameters, therefore achieves a sparse feature represation.

Sequence AdaBoost is very similar to AdaBoost.MR. It forms alinear combination
of weak learners, an ensemble, by selecting a weak learnerdaits weight parameter at
each round. It also maintains a weight distribution of obsewation-label sequence pairs
and updates this distribution after every round of boosting.

Weight distribution of examples

We useY! to denote all possible label sequencesracro-label sej of length | and de ne
a sequence of distributionsD, (i; y) over (x';y) pairs recursively as follows:
i P ) .
Dr+1 (i y) Drg’y)e4 k(oo kOBYS) ke (XhyhD) (3.15)
r
Here k = Kk(r) denotes the feature selected in ther-th round, 4 | is the optimal

weight update | and Z; is the normalization constant. We initialize Dg(i;y) =
w(li)

e o =

GYy"i o w)

value 4 | at the k(r)™ position. After R rounds of boosting, the parameter vector

and Dg(i;y') = 0 for all i. Let 4 y be a vector of zeros and the

is given by = 5:1 4 . Then, at any round, the distribution is given by:

exp F(x';y) F(x';y)

PE OB ey e F vy Feayn &Y (419
= D() i(y) (3.17)
where
. w(l') piy'jx';) 1
T (1= CE D IEANY 319
_ plyix'; ) .
W Ty (319

Equation 3.17 shows how we can spliD (i; y) into a relative weight for each training
instance, given by D (i), and a relative weight of each sequence, given byi(y), the
re-normalized conditional probability p(yjx'; ). Notice that D(i) ! 0 as we approach
the perfect prediction case ofp(y'jx'; ) ! 1.

Qr

Proposition 4.  For any number of roundsR, R™ r=1 Zr.

Proof. Schapire and Singer [1999, Theorem 6] O
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Selecting optimal feature and its weight update

Since optimizing the rank loss is NP complete, our goal is to rmimize its upper bound,
the partition function or weight normalization constant Z, as in standard AdaBoost.
We de ne a boosting algorithm which aims at minimizing Z, w.r.t. a weak learner
and its corresponding optimal weight update4 ,y at each round. In order to simplify

the notation, we drop the round indexr. Let = ,qyand4 =4 .. Then,
" I#
X X X . o
Z(4 ) D(i) i(y)exp 4 xhy;) (xhyht)
i yeyi | t
X X . '
= D(i)p(bix'; ; ) expb4 I; (3.20)

b i
o = . P .

wherep(bix'; ; )= yoymxi: ) i(y)andy(ix'; ) fyry &y (o (Xhyst)

(x';y";1)) = bg. This minimization problem is only tractable if the number of fea-
tures is small, since a dynamic programming run with accumuhtors [La erty et al.,
2001] for every feature is required in order to compute the pobabilities p(bix'; : ),
i.e. the probability for the feature  to be active exactly times, conditioning on the
observation sequence, where is the sum ofband the number of times is observed
in (x';y').

In cases, where this is intractable (and we assume this is thease in most appli-
cations), one can instead minimize an upper bound orZ. To nd such a bound we
exploit the convexity of the exponential function and use the following inequality valid
for X, Xg X Xgq, thatis linear in X,

& g0l X e : (3.21)
X1  Xp X1  Xp

. P . o .
Let u(x';y) ¢ Oxyst) (O x';yht), where ug(x';y) measures the di erence
between the su cient statistics of feature k in the correct label-observation sequence
pair (x';y') and a label-observation sequence pairx ;y). Let

U = maxu(x'y) (3.22)
Ly
L = min u(x'y) (3.23)
Ly
where Le  ue(xX':iy) U 8kiijy (3.24)

29



As before, xing r let u(x';y) = ugy(x';y), U = Uy and L = Ly(y. These de ni-
tions allow us to upper boundZ:

X X .
Z(4 ) = D(i) i(y)exp 4 u (x';y) (3.25)
i y6yi
X X i i
D0~ it S e e @29
i y6y!
= seé*t +@1 s)e* VY where (3.27)
X X i
s D) )oY (329)
i y6y!

Here, 0 s 1 can be interpreted as a measure of correlation of and the corect
label sequences with respect to the distributionD, (i; y). We call s the pseudo-accuracy
of the feature

Taking the derivative and enforcing stationarity, we get the analytical solution of
4 that optimizes the upper bound on Z:

1 Ls
4 TUL log Ul s) (3.29)
Plugging Eg.Equation 3.29 into the upper bound gives:
L
z s s Ut (3.30)

D) U

Notice that this formulation is a generalization of standard Boosting. In boosting,
it is usually assumed that ((x;y) 2f 1;1gor «(x;y) 2 [ 1;1] as in [Schapire and

Singer, 1999]. The bound on the exponential function foxxg = L = landx;=U=1
is given by:
X 1 1
e Ee a x)+ Ee 1+ x) (3.31)

leading to the optimal update 4

1 S
4 = Z| 3.32
e (3.32)
which is a special form of Equation 3.29. Heres corresponds toW. in the notation
of Schapire and Singer [1999]. In that case Equation 3.30 reites as Z 2p s(1 s).

In sequence learning,Ux and Ly can be as large as the length of a sequence if
the feature | occurs frequently. The features that capture the inter-dependency of
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micro labels are such features. Then, the bound in Equation 26 can be very loose,
especially when there exists a very long sequence in the tr@ing set. One can get a
better approximation by de ning a bound for each sequence umg the fact that the
contribution of each sentence to the loss function is combiad linearly. Let

U i

max F(x"y) (3.33)

m)iln F(x'y) (3.34)

Thus, the union of the intervals [L|; U}] for every training sequencei gives Ly; Uy] for
all feature . We can de ne a tighter bound on Z as:

X X i i i
Xi y6yi
= D(i) se*t +(1 s)e&*Y ; where (3.35)
X Y uy)
> BV (3.36)
y6y!

This corresponds to de ning a piecewise linear upper bound 0 the exponential func-
tion, which might lead to a substantially tighter bound than Equation 3.26. Figure 3.1
illustrates the di erence between the two bounds on an exampe of 4 observation-label
sequence pairs. Letw(lI') = 1;8i. The line labeled LB is the loose bound given by
Equation 3.21 wherexg = 3 andx; = 4. The gap betweenZ (Equation 3.25) and the
loose bound (Equation 3.26) is four times the area betweehB and the exponential
function. Inthe example, Ut =4, L1= 2,U%?=3,L2= 3,U%=3,L3=0, U*=2,
L4= 1. The gap betweenZ and the tight bound (Equation 3.35), is the sum of the
area between each liné&s and the exponential curve, which is much smaller than the
gap of the loose bound.

Unfortunately, there is no analytical solution of 4 that minimizes Equation 3.35.
By taking the second derivative w.r.t. 4 , it is easy to verify that this is a convex
function in 4 which can be minimized with a simple line search. Since Equa&bn 3.26
gives a looser bound, its update rule (Equation 3.29) leadsa more conservative step
sizes.

It is important to see that the quantities involved in the min imization of both
bounds, s and s', are simple expectations of su cient statistics. These values can be
computed for all features simultaneously using a single dyamic programming run per
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Figure 3.1: An example of the tight and loose bounds on the nanalization constant
Z.

sequence. Thus, at each round of boosting, the complexity odelecting the feature to
include in the ensemble isO(nl) where nl denotes the total length of the training set
and is independent of the number of features. The complexityof nding the optimal
weight update is O(1) for the loose bound. Finding the optimal weight update of
the tight bound involves one dimensional function minimization. If some minor book-
keeping prior to optimization is performed (as described b®w in Section 3.3.2), each
iteration requires only O(l,) complexity where |, denotes the maximum length of
the sequences in training data. Thus, the complexity of thisstep is dominated by the
feature selection step. In our experiments, the optimum wasusually found in three or
four optimization steps.

Both of the upper bounds may lead to conservative estimates fothe optimal step
sizes. One might use more elaborate techniques to nd the opmal 4 , once i has
been selected. For exampleZ (4 ) can be optimized exactly for the feature | that
minimizes the upper bound onZ. This involves performing a dynamic programming
with accumulators on the sequences in which , can be observed. The complexity of this
process isO(nl). On average, the complexity is much less if the feature repsentation
is sparse, as the features are active in only a few sequences.
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Algorithm

We now describe Sequence AdaBoost with respect to the loosebnd presented above.
Sequence AdaBoost initializes the distribution over obseration label sequence pairs
and iteratively computes sy and Z for every feature (by performing a single dynamic
programming run), picks the feature  that minimizes Z, updates the feature weights

by adding the optimal feature weight update 4 | and computes the new data distri-
bution. The boosting algorithm that optimizes the tighter b ound is given by replacing
lines 4, 5 and 6 in Algorithm 3 accordingly. To optimize Zy exactly, one simply changes
Line 6.

Algorithm 3 Sequence AdaBoost.

1. Initialize Do(i; y) = W\A{)U%- Do(i; yi) = 0.

2: Initialize =0.

Perform a dynamic programming over the training data to compute sy; 8k
5. Select ¢ that minimizes the upper bound in Eq.Equation 3.26.

6: Compute optimal increment 4 | using Equation 3.29.

7:  Update weight Kkt 4 k.
8

9

A

Update D,+1 using Eq.Equation 3.15.
: end for

For regularization purposes, we add a smoothing term to Equ#on 3.29 in order to
limit the magnitude of 4
+
4 = ﬁ log U(lLSis)-l- : (3.37)
where is a small positive constant.

If the feature representation is sparse (which is the case fomany applications),
some features may be active in only a small fraction of the traing instances. One
can restrict the dynamic programming only to the training in stances that contain the
feature that is added to the ensemble in the last round and redce the training time
substantially. Also, the pseudo-accuracysg of a feature ¢ needs to be updated only if
the feature selected in the previous round may co-occur with ¢ in a sequence. In order
to apply these computational reductions, we store the list & sequences that a feature
might be observed, SList; for all features | and the list of features which may be
observed in a sequencerList; for all training sequences &';y). These structures are
extremely sparse. We keep a list of sequencesl; for which a dynamic programming
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pass is required in the current boosting roundr. After each round of boosting, this
list is updated to include all the sequences in which the lasfeature picked  may be
observed, SListy. We also keep a list of features=L, for which sy requires updating.
This is especially useful if we optimizeZy exactly, as the complexity of this minimization
is large. A similar technique has been used in [Collins, 2000

Algorithm 4 A more e cient version of Sequence AdaBoost.

1: Initialize Do(i; y) = (,—Y%SP),WW Dol(i; yi) = 0.

2: Initialize =0.

3: Store SListy, 8k and FList;, 8i.

4: Initialize FL, =, SLi=f1;:::;ng.

5. for r=1;:::;R do

6: Perform a dynamic programming overSL,

7.  Compute and storesy; 8k 2 FL;

8: Select ¢ 2 that minimizes the upper bound in Eq.Equation 3.26.
9: Compute optimal increment 4 | using Equation 3.29.
10:  Update weight ¢ Kkt 4 k.

11: Update D,+1 using Eq.Equation 3.15.

12:  Update SL,4+; =SlListx, FL,+1 =FList; 8i 2 SL.

13: end for

When optimizing the tight bound, in order to perform e cient optimization for the
optimal weight update 4 , along with Slisty, we also store the maximum and minimum
values of each feature . Once  is selected, one can go througl®listy to collect the
terms in the optimization function with the same exponent, leading to an optimization

step of O(l,) complexity.

3.4 Analysis

As standard Boosting, Sequence AdaBoost maximizes the ensble margin. We rst
present the generalization properties of Sequence AdaBobbased on margin bounds
in Theorem 3 (Section 3.4.1). We then prove that Sequence Addoost maximizes the
margin in Section 3.4.2.

3.4.1 Margin Based Generalization Bounds

Theorem 3 is proved by [Collins, 2002b] and is an extension dfheorem 6 by Schapire
et al. [1998]. It is valid for any voting method of label sequ@éces, including Sequence
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AdaBoost. Itis based on the assumption that feature weights ¢ 2 [0; 1] andP K k=1
Since each feature ¢ 2 H is bounded andf (x) performs a max operation, scaling
leavesf (x) unchanged. As for the non-negativity constraints, we de ne a new feature
representation 2 <24, whered is the size of . For each feature | 2 , we de ne
two featuresin , = and g+ = k. When is restricted to <*, the class of
functions F = h ; i andF = h ; i are equivalent. Thus, without loss of generality,
we can assume i 2 [0;1] and |, ¢ =1.

Let the convex hull C of H be the set of mappings that can be generated by taking

a weighted average of classi ers fromH.
8
< X X X
C . F:i(xy)! (X;y;1)j 0;
) 2H t=1

Il ©

1 (3.38)

wherel is the maximum length of the sequences in the data set. In ordeto deal with
sequences of varying lengths, we assign X';y;t) = 0;8i:l; <t |. Let S=j jbe
the size of the micro-label set and be the margin:

(Fix;y) = F(X;y) gnogﬁ(x;yo) (3.39)

Theorem 3 (Theorem 8 [Collins, 2002b]) Let D be a distribution over X Y and let
D be a sample of n examples chosen independently at random ading to D. Assume
that the feature (base-classier) spaceH is nite, and let > 0. Then with probability

at least 1 over the random choice of the training setD, every function F 2 C
satis es the following bound for all > O:
S I
1 RZ2log(nN 1
Pol (Fixiy) 0 Pol (Fixiy) 1+0 = S0 up052 (349

wherek ( x;y) ( x;y¥)k R;8x;8y;N = jSj'.

3.4.2 Margin Maximization

We now prove that Sequence Adaboost maximizes the number ofraining examples
with large margin, by a simple extension of Theorem 5 by Schaipe et al. [1998]. In
Theorem 3, the margin is de ned such that is normalized. To achieve this, we rede ne

P P P
F(le): r T t r(vavt): r -
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Theorem 4. If Sequence Adaboost (Algorithm 3) generates weighted tming pseudo-

accuracy si;:::;St, then for all

s
Yu Ly
Ur

"
L, “r

Pol (F;x;y) 1] U,

st (1 s) (Let) (3.41)

r=1
Proof. The proof is very similar to the proof given in [Schapire et al, 1998]. We repeat
it for completeness.

When (F;x;y) =min yogy F(X;Yy) F(x;y9 ,

X X . X
min r(Cr(X3yst) o (X ySt) r (3.42)
y®y t r r=1
X X X .
1 exp( r mmo r(r(X5yst) r(X;y5 1) (3.43)
r=1 yey t r
Therefore,
R X .
Pol (F;x;y) 1 Eplexp( r - min f(Cr(Xoyst) o (Xynn)) (3.44)
r=1 t;r
XX X . o
= exp( ) oexp( min o (xByh) o (xByS)
r=1 i=1 yo®y'
XX _ o
exp( ) exp(F(x';y9)  F(x';y"h) (3.45)
r=1 i=1 yiSy:J
R R X X _
= exp( ) Z, Dra1 (i; Y9 (3.46)
r=1 r=1 i=1 yigy0

Using Equation 3.29, Equation 3.30, the de nition of as given in the theorem and the
fact that = {1, og,1 Dre1(i; y9) =1 proves the theorem. O

By setting U =1 and L = 1, we see that Theorem 5 in [Schapire et al., 1998] is
a special case of our theorem.

3.5 Related Work

Boosting has been applied to a variety of problems, e.g. textategorization [Schapire

and Singer, 2000], document routing [lyer et al., 2000], raking [Freund et al., 1998],

as well as part-of-speech (POS) tagging [Abney et al., 1999prepositional phrase (PP)
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attachment [Abney et al., 1999], named entity recognition [Collins, 2002c, Wu et al.,
2002], parsing [Collins, 2000]. Most of these studies has glected the structure of the
observation-label space (in cases where such a structureists) with a few exceptions.

Abney et al. [1999] attempt to capture the sequence structue in the POS tagging
and PP attachment by using the correct neighboring micro-lebels during the learning
phase of AdaBoost and use a Viterbi-style optimization during the inference phase.
We call this method Viterbi-AdaBoost below. Their results demonstrate that this
model performs signi cantly worse than independent classtation of each observation
in the sequence. This observation can be explained by the misatch between the
learning and inference phases. During learning, since theocrect neighboring labels
are used, the corresponding features provide noiseless amfmation (assuming the label
noise is negligible). Hence, if the inter-dependence betwa labels are important, the
classi er might adjust the weights such that it relies heavily on the noiseless label
inter-dependence features. During inference, since the ighboring labels are predicted
themselves, if the classi er is not perfect, the high con dence on the neighboring labels
might lead to the propagation of an error along a sequence redting in accuracy worse
than independent classi cation of each observation in the squence. In our method,
however, learning and inference phrases are matched, i.ehe surrounding labels are
determined via a dynamic programming technique during bothtraining and testing
phases.

Collins [2000] presents a modi ed version of AdaBoost app#d to the parsing prob-
lem. This study, which is the motivation for our work, proposes an optimization func-
tion similar to (3.6):

ROCiW L 2GEN gy €00 FO) (3.47)
Based on this loss function, Collins [2000, 2002c] extendsolsting to the structured
observation-label classi cation problem. If the GEN set is small enough to be explicitly
enumerated, the problem reduces to a multiclass classi cabn where the size of the label
set isJGEN (x')j and can be solved e ciently with some book-keeping as descbied in
[Collins, 2000]. If that is not the case (which is true for mog structured problems), an
external classi er is used to reduceGEN by selecting the N-best (structured) labels.

The di erence between the two objective functions is the sunmation over labels:
The summation in Equation 3.47 ranges over a topN list generated by an external
mechanism classi er, whereas in our function the sum inclués all possible sequences.
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As demonstrated in Section 3.3, an explicit summation in Equation 3.6 is possible
because of the availability of a dynamic programming formuétion to compute sums over
all sequences e ciently. One of the disadvantages of Equatin 3.47 is the necessity of an
external mechanism to provide a list of likely labels. Also sudying some generalization
properties of the algorithm, such as its e ect onL ; norm margin, is problematic [Collins,
2002b]. The advantage of this approach is the computationak ciency as one does not
need to perform a dynamic programming at every round of AdaBwmst.

3.6 Experiments

We experimentally evaluated Sequence AdaBoost on pitch aent prediction, Named
Entity Recognition (NER) and part-of-speech tagging (POS).

We ran experiments comparing the loss function of CRFs (Equaion 2.17) and the
exponential loss (Equation 3.6) (Exp) optimized with the BF SG method [Benson et al.,
2004] and with di erent formulations of Sequence AdaBoost SBoost). We also evalu-
ated the performance of standard AdaBoost (Boost), where tle dependency between
the micro-labels are ignored. For this classi cation problem, the feature space consists
of all the features except the features represent the intetabel dependencies. Another
model we tested wasViterbi-AdaBoost (VBoost), which uses the correct neighboring
labels during training and performs a Viterbi decoding during testing [Abney et al.,
1999].

The constant  of the weight function w(l) in the exponential loss function is ad-
justed using the development data. Boosting was stopped whethe accuracy of the
development data started decreasing. We used the tight boud (Equation 3.35) to
select the features and optimizedZ exactly to nd the optimal weight update for the
selected feature, unless stated otherwise.

Figure 3.2 summarizes the results for pitch accent predictn of window size 5,
i.e. when observation features are extracted from the curnet word, the two previous
and next words. The rst observation we make is that appropriate sequence models
(CRF, Exp, SBoost) perform signi cantly better than standa rd AdaBoost and Viterbi-
Boosting. As reported by Abney et al. [1999], Viterbi-Boosing performs worse than
standard AdaBoost, which ignores the sequence structure ahe problem. This result
can be explained by the mismatch between training and testig phases as argued in
Section 3.5. The di erence between CRFs and the exponentiatisk optimization is not
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Figure 3.2: Accuracy of pitch accent prediction on Boostingformulations, R** and
CRFs over a window of size 5.

NER | R | R®® | Boost
S1 59.92 | 59.68 | 48.23
S2 70.26| 69.11| 69.00
S3 74.83| 74.22| 73.88

Table 3.1: F1 measure of NER on Spanish newswire corpus on CRFand Sequence
Boosting. The window size is 3 forS3.

statistically signi cant. Sequence AdaBoost has the advatage of using only 11.56% of
the parameters, whereas the other models use all of the parasters.

In NER and POS experiments, we experimented the feature spaeness properties
of Sequence AdaBoost, by de ning incremental sets of feates. These results are
summarized in Table 3.1 and in Table 3.2. The optimal weight ypdate for POS was
computed using the tight bound. The rst set S1 includes only HMM features (See
Appendix B.2 for details). S2 also includes spelling features of the current word and
S3 includes features of the surrounding observations. Sequee AdaBoost performs
substantially worse than the BFSG optimization of R®*® when only HMM features
are used, since there is not much information in the featuresother than the identity
of the word to be labeled. Consequently, the boosting algothm needs to include
almost all weak learners in the ensemble and cannot exploitefature sparseness. When
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POS | R'™s R*® | Boost
S1 94.91| 94.57| 89.42
S2 95.68| 95.25| 94.91

Table 3.2: Accuracy of POS tagging on PennTreeBank.

there are more detailed features such as the spelling featas, the boosting algorithm
is competitive with the BFSG method, but has the advantage of generating sparser
models. For example, in POS tagging, the featurdThe current word ends with -ing
and the current tag is VBG." replaces many word features. The BFSG method uses all
of the available features, whereas boosting uses only abod0% of the features. Thus,
the sparse nature of the application is necessary for the sgess of Sequence AdaBoost.

We now investigate dierent methods of optimizing Z in Sequence AdaBoost,
namely using the loose and tight bounds (Equations 3.28 and .35 respectively) and
optimizing Z exactly once the optimal feature is chosen with respect to tle tighter
bound. Even with the tighter bound in the boosting formulati on, the same features are
selected many times, because of the conservative estimatd the step size for parame-
ter updates. We observe a speed up on the convergence of thedsting algorithm by
optimizing Z exactly. In order to evaluate this, we present the features slected in the
rst 100 rounds along with the number of times each feature isselected in Table 3.3.

Table 3.3 demonstrates that the tight bound substantially improves the loose bound.
For example, a feature selected 30 times in the rst 100 round of boosting using the
loose bound optimization, is selected only 5 times by the tigt bound optimization.
The features that are selected most frequently by the loose cund are the features that
are likely to be observed at any position in the sentence, with leads to a very loose
bound ( Xo = X1 = | in Equation 3.21 wherel is the maximum length of the sentences
in the training set). Also, the step sizes achieved by the exet optimization is more
accurate than the ones of the loose bound. The same feature $&lected only once with
this optimization (as opposed to 5 times with the tight bound optimization).

However, we do not observe this phenomena in pitch accent pdiction. In the rst
100 rounds, the highest frequency of selecting the same feat using the loose bound
is 7. This can be explained by the di erence of the average legth of sequences in the
two tasks (7 vs 36). When the length of a sequence is around 7hé loose bound is
reasonably tight.
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TEXxact
1

Features L
Vi:I-ORG, y; 1:I-ORG

vi:I-PER, y; 1:B-PER

Vi:I-MISC, rst letter of x;:2

vi:I-LOC, X; 1 contains digit and hypen:4

Vi:O, X¢+1 contains hypen and digit:4

vi:I-MISC, y; 1:I-MISC

Vi:B-PER, rst letter of Xx;:2,

vi:B-PER, X; 1's initial capitalized and ends with dot:0
Vi:I-ORG, Xx; 1 is sentence initial and its initial is capitalized:2
Vi:I-ORG, Xx; 1=de

Vi -MISC, X471 ="

vi:I-MISC, x; 1 ends with dot

vi:I-PER, Xx; ends with letter:4

W
o

W
o

OlR| PR R R R RPN w o
OIN| N NN NN M| k| ol k| ;]
N[O R RN N AN N RN -

Table 3.3: Features that are selected more than once in the st 100 rounds of boosting
with the loose bound(L), the tight bound ( T) or exact optimization of Z with the tight
bound (TExact).

3.7 Discussion

We observed that the performance of Sequence AdaBoost is cqrarable or slightly

worse than CRFs. CRFs and Sequence AdaBoost di ers in terms fothe loss functions
(log vs. exp-loss) as well as the optimization method. Optinization of R®* show
that some of this di erence can be accounted to the loss fungon. There are boosting
algorithms that optimize di erent loss functions other tha n the exp-loss, such as Logit-
Boost [Friedman et al., 2000], which optimizes the log-lossWe are going to investigate
designing Sequence LogitBoost in our future work.

The advantage of the Sequence AdaBoost over CRFs is its implit feature selection
property, which results in very sparse models, using about 0% of the feature space.
However, it is important that the application naturally has a sparse representation. We
should also point out that an alternative method to Boosting in order to have sparse
feature representations is regularizing the loss functiorwith L1 norm. L1 norm, due
to its hinge at 0, generally leads to sparse feature represétions.

We observed that if the possible frequency of a feature doesoh vary much across
sequences and the average length of sequences is small, tipp@ximation given by the
loose bound is tight enough to achieve adequate step sizes.h&n, due to its analytical
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solution, it is preferable over the other methods. Otherwi®, one should use the tighter
bound in order to select the features to include in the ensemle. The selection between
the exact optimization versus optimizing the tight bound is a tradeo between the
number of boosting iterations and the size of the training dda. When the training
data is not very large, one may choose to optimizeZ directly in order to reduce the
boosting iterations.
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Chapter 4

Hidden Markov Support Vector
Machines

Support Vector Machines (SVMs), originally developed by Vepnik [1998], are a princi-
pled and powerful method rooted in the statistical learning theory and are one of the
state-of-the-art classi cation methods. They are a discrminative learning method for
inducing linear classi ers in a kernel-based feature spaceThe hyperplanes induced by
SVMs enjoy the advantages of sparseness in the dual repregation.

In this chapter, we present a generalization of SVMs to labelsequence learning
[Altun et al., 2003c]. This method is named Hidden Markov Support Vector Machines
(HM-SVMs), since it combines the advantages of HMMs and SVMs It is a discrim-
inative sequence learning method with the power of maximum goft) margin criteria
and the strength of learning with non-linear feature mappings de ned jointly on the
observation-label space by using kernel functions, two garine properties of SVMs. It
also inherits dynamic programming techniques from HMMs to eploit the sequence
structure of labels.

We employ the kernel for sequences presented in Section 21.We rst overview
SVMs in the standard setting brie y in Section 4.1. The following sections describe the
objection function and the optimization methods (Sections4.2 and 4.3). We present
a convergence analysis of our optimization method in Sectiv 4.4 and mention related
work in Section 4.5. We conclude this chapter with experimeial results in Section 4.6.
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4.1 Support Vector Machines

SVMs have been studied in great depth for binary classi caton [Vapnik, 1998, 1999,
Cortes and Vapnik, 1995]. The goal is to nd a linear hyperplane that separates
two classes with maximal margin . If a margin of > 0 is achieved, it can be
made arbitrary large by scaling hyperplane parameters due to the linearity of the
hyperplane. One can overcome this multiple solution problen by either xing the norm
and maximizing the margin subject to the norm constraints or by xing the margin to
be equal to 1 (resulting ina canonical hyperplane[Cristianini and Shawe-Taylor, 2000])
and minimizing the squared norm of , k k2, subject to the margin constraints.

As the data is not separable in many real-world problems, slek variables are intro-
duced to allow for the violation of margin constraints. These variables are penalized
in the objective function with either L 1 or L, norm. Hence, the objective function to
minimize is given by:

1, ., X
R = Jkk+C 4.1)
i=1
sty h;x'i+b 1 ; i 0 8i

where we use the more common L£.norm penalty of the slack variables js. The dual
of this optimization problem is a quadratic program:

X 1X' o o

W() = T y'yb X (4.2)
i=1 i =1
st.0 | C; iy =0 8i

i
The dual parameters that are larger than 0, ; > 0, correspond to the data points

that satisfy the (soft) margin constraints with equality an d the hyperplane can be
stated in terms of these data points,support vectors

X .
F(x)= i X' (4.3)
[
where the inner product can be replaced with a kernel functia to allow for classi cation
using nonlinear feature mappings in the Reproducing KerneHilbert Space (RKHS).

Di erent formulations have been proposed to extend this franework to multiclass
classi cation. The approach of building a classi er for eat class and using some
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measure such as a majority vote for inference is commonly dedd one-against-all and
has been used widely in the machine learning community [Botbu et al., 1994, Schelkopf
et al., 1995]. Alternatively, one can train S(S 1)=2 classi ers, whereS is the size of
the class label set, separating each class label from anotheThis method is called one-
against-one[Kressel, 1999]. Weston and Watkins [1999] proposes to s@hall pairwise
comparisons of the correct classi er jointly (training classi ers by considering all classes

at once):

18
R = 3 k yk (4.4)
y=1
sthyx'i h yxli 2 8y6y';8i
The multiclass approach we pursue here, proposed by [Crammend Singer, 2001],
is very similar to [Weston and Watkins, 1999]. Instead of dig€riminating the correct
class for all incorrect classes, the goal is to discriminatéhe correct label from the most

competitive incorrect label for each instance:

R = %k k2 (4.5)

sthyxli maxh yix'i 2 8
y6y!
The advantage of this approach over [Weston and Watkins, 199] is the reduced number
of slack variables in the soft margin formulation: Instead d having S parameters, there
is only one slack variable for each training instance.

The classi cation rule is given by:
f (x) =argmaxh y;xi (4.6)
y

This approach is also advantageous over one-against-all dnone-against-one meth-
ods, as it does not reduce the problem into many smaller prol@ims which leads to a
substantial reduction of information available in the trai ning data. We now consider a

generalization of this formulation to label sequence learmg.

4.2 Objective Function

As in standard SVM classi cation, we start by de ning the mar gin. We propose the
margin de ned in Equation 3.39 for the analysis of Sequence AaBoost:

(x;y;)  F(xy;) yoggF(x;y‘%) (4.7)
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This is simply the generalization of the multiclass separaion margin in [Crammer and
Singer, 2001] to label sequences. Notice that(x';y') > 0 implies that the observation
sequence! is correctly classi ed, since the correct label sequencg’ receives the highest
score.

In the maximum margin setting, the goal is to nd a hyperplane that not only
separates the correct label sequencg’ from the incorrect macro-labelsy 6 y' for
each observation sequence, but also separates them with miaxal margin. This can
be achieved by measuring the di erence of the scores of the o®ct macro-label and
the maximally scored incorrect macro-label, (x';y') for all training sequences and by
setting to maximize the minimum of the margins:

=argmaxmin (x';y';) (4.8)
I

Notice that the margin (x;y) is simply the minimum of the log-odds ratio of an
observation-label sequence pairX;y) as de ned in Equation 3.9. Then, the optimiza-
tion can be stated in terms of log-odds ratios to reveal the shilarity between the
objective functions of Sequence Boosting, Equation 3.11,ral of HM-SVMs:

= argmax min min log ox';y'iy:) (4.9)
i yey!

4.2.1 Separable Case

As in standard SVMs, the margin can be made arbitrary large byscaling , if a minimal

margin of > 0 can be achieved. We overcome this multiple solution probla by xing

the margin to be equal to 1 and minimizing the squared norm of , k k2 subject to
the margin constraints:

SVM o: min %k k2 (4.10)
st F(xhyh)  F(xhy;) 1 8iysy (4.11)

Here each non-convex constraint has been expanded into liae inequalities, resulting
in a total of S' 1 inequalities for a training sequence of length whereS = j j. In
the separable case, the solution to SVMg achievesR*( )=0.

As stated in Section 2.1.21, the optimal solution of the above optimization is given

1Wwe derive this solution for the non-separable case below.
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by (2.12), namely:

| X X ]
F(x/;y) = anKaynGy) = Kegy): (4.12)
i y

4.2.2 Soft Margin Formulations

In general, the data will not be separable. One can generalezthe above formulation
to allow margin violations for non-separable cases as in stalard SVMs. Here, we
investigate three formulations. First, one may add one slak variable (i) for every
training sequence, such that (i) is shared across the macro-label set ok'. A soft-
margin SVM problem with L1 penalty on slack variables can then be formulated as

1 xXo
SVM 1: min Sk K2+ C (i); st (i) O 8i
’ i=1

Fxiy's)  F(xhy:) 10 (i) 8iy6y!

where the optimal solution of the slack variables can be foud wrt the parameters,
(i;)=max f0;1  (x';y';) g

P
Proposition 5. Therisk R*()= 1" " (i;) R ®()

n

Proof. (i)If (i;) < 1,thenonegetsk(x';y';) maxye,i F(X;y;)= (x';y')>0

which means the data point is correctly classied and f (x'; ) 6 y']=0  (i;).

i) If (i) 1, then the bound holds automatically, since f(x';) 6 y'] 1
(i)

Summing over alli completes the proof. O

A second alternative is using the less common , penalty with the same set of slack
variables.

1 X _ _
SVM ,: min Ek k>+ C 2(i); st (i) O 8
’ i=1

FxBy's ) F(xdsys) 10 (i) 8iy6y;
e H — 1 P n 2(;i-
Proposition 6. Therisk R*™()= = ; “(i;) R *()

n

Proof. Analogous to L1 penalty. O
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As a third alternative, one can introduce one slack variablefor every training in-
stance and every sequenceg:

1 XX .
SVM 3: min Ek K>+ C (i:y); st (iy) O 8:y6y!
' i=1 'y

Fixhy's)  Fiys) 10 (hy) 8iy6y

with the optimal solution of the slack variables is given by (i;y;) = max f0;1
F(x';y")+ F(x'":y)g. This loss function provides an upper bound on the rank loss,
Equation 2.14:

P, P
Proposition 7. 2~ L, e (by;) R "( ;w).

Proof. (i) If (i;y;) < 1, then F(x";y":) > F (x':;y;) which implies that vy is
ranked lower thany', in which case (i;y; ) 0 establishes the bound.

@i Gy;) 1, then the bound holds trivially, since the contribution of every pair
(x';y) to R™ can be at most 1. O

In this chapter, we focus onSVM 1, as we expect the number of active inequalities
in SVM ; to be much smaller compared toSVM 3, since SVM 1 only penalizes the
largest margin violation for each example. We also prefelSVM 1 over SVM , due to
the more common penalty used inSVM ;.

The corresponding Lagrangian ofSVM 1 is given by:

1 .
L( ;;;r) = §k K2+ C (i) (4.13)
i=1
X o . _ x _
ay) F(xhyh ) F(xys) 1+ (i) ri (i)
i;y6y i=1

for yy 0,ri 0 where we introduced Lagrange multipliers ;. associated with
(x':y) pair for every margin inequality. To nd the corresponding dual, we di erentiate
L with respectto and and equate to O:

X o .

rLo= ay)(Cx5y)  (xhy))=0 (4.14a)
i;)y(Syi

riL=2¢ Gy) Ti=0 (4.14b)
yey!
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Let 4 (i;y)= ( x';y") ( x';y). Substituting Equation 4.14 into the primal, we
obtain the dual quadratic program (QP) of SVM ;.
X 1 X X _ _
max iy) 3 Gy) Gysynd (y)4d (jy) (4.15)
iy8yi iy6yl jiy
We de ne z;) 2f 1;1g as a function indicating whether y is the correct macro-
label for the observation sequence' or not:

1 y=yl )
Z(iy) = Yoy
1 ow.
We also introduce the dummy Lagrange parameter
X
(iy') = (iry) (4.16)
y6y!

Using these de nitions in order to replace the sum overy 6 y' with the sum over
y 2 Y, we can rewrite Equation 4.15 as

. 1P lp P i) AT
DSVM 11 max 3 iy Gy) 2 iy gy Gy GnZanZenhCxEy) (X
(4.17a)
s.t. iy) O (4.17b)
Py aiy)y 2C; (4.17¢)
y Zity) (Qiy) =0; 8ijy (4.17d)

The introduction of the z function allows us to convert the optimization to a binary
classi cation problem where the incorrect macro-labels ofeach observation sequence is
separated from the correct one. We call the incorrect obsemtion-label sequence pairs
negative pseudo-exampleas they are generated only implicitly.

Sincer; 0, Equation 4.14b enforces the upper bound on the Lagrange pameters,
Equation 4.17c. The di erence betweenDSVM ; and the standard binary classi cation
problem is the coupling of Lagrange multipliers: the additional interaction among the
observation-label sequence pairs for every observation geence.

Karush-Kuhn-Tucker (KKT) conditions are given by:

iy) FOXhy') F(X‘;(y;) 1+ ; = 0; 8i;86y  (4.18a)

y
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Notice that Equation 4.18b implies that the non-zero slack \ariables ; > 0 can only

occur when y (iy) =2C. Then due to the equality constraints in Equation 4.17d,
X
(iry') = Gy) = C (4.19)
y6y!

when (i) > 0. Also, Equation 4.17d generalizes the standard constrais of binary
classi cation SVMs and implies that (.y) =0, if (.yiy = 0. Hence, negative pseudo-
examples can be support vectors, only if the the positive exaple (x';y') is a support
vector.

From Equation 4.14a and the de nition of ;.,i), the optimal solution of DSVM
is given by:

X X o
F(x;y) = ayyh( x;y); ( xy)i (4.20)
iy

4.3 Optimization Method

DSVM 1 is a quadratic program parameterized with Lagrange parameg¢rs , whose
number scales exponentially with the length of the sequense However, we expect that
only a very small fraction of these parameters (correspondig to support sequences
will be active at the solution because of two reasons. Firstthe hinge loss leads sparse
solutions as in standard SVMs. Second, and more importantlymany of the parameters
are closely related because of the sequence structure, i.éarge amount of overlap of
the information represented by each parameter.

The interactions between these parameters are limited to peameters of the same
training instances, thus the parameters of the observationsequencex’, (i), are in-
dependent of the parameters of other observation sequences (j.y. Our optimiza-
tion method exploits this dependency structure of the paraneters and the anticipated
sparseness of the solution to achieve computational e cieay.

4.3.1 Algorithm

We propose to use a row selection or working set procedure tanérementally add
inequalities to the problem, similar to the one proposed in Crammer and Singer, 2001].
We maintain an active set of macro labelsS', for every instance which are initially fy'g,
the correct label sequences. We call these setgorking setsand de ne the optimization
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problem only in terms of the Lagrange parameters correspondg to the working set

of a particular observation sequence. We incrementally updte the working sets by
adding Lagrange parameter(s) (corresponding to observatin-label sequence pair(s)) to
the optimization problem. This is done by iterating over tra ining sequences and nding
the macro-label y that achieves a best score with respect to the current clasgr F

other than the correct one. Such a sequence is found by perfaring a two-best Viterbi

decoding [Schwarz and Chow, 1990] as described in SectiorB£. The satisfaction of
the margin constraint by this macro-label implies that all t he other macro-labels satisfy
their margin constraints as well. If y violates the margin constraint, we add it into the

working set of x' and optimize the quadratic program with respect to the Lagrange
parameters in the working set ofx', while keeping the remaining variables xed. Thus,
we add at most one negative pseudo-example to the working seit each iteration. This

procedure can be viewed as a version of a cyclic coordinate ant. The algorithm is

described in Algorithm 5.

Algorithm 5 Working set optimization for HM-SVM.

1: Initialize S' f y'g, ()= 0, 8i

2: repeat

3 fori=1;:::;ndo

4: Compute § = arg maxygyi F(x';y; )

5: if F(x";5y'; ) F(xx“;¢; )<1 jthen
6: S' S[f yg

7: Optimize DSVM 1 over (;.,);8y 2 S
8: end if

o: Removey 2 S' with .y <

10:  end for

11: until no margin constraint is violated

4.3.2 Viterbi Decoding in HM-SVM

One can replace the inner product in the optimal solution of DSVM 1 (Equation 4.20)
with a kernel function:

X X _
F(x;y) = Gy KX y): (X)) (4.21)
iy
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We employ the kernel for sequences presented in Section 21which is repeated below:

K((x;y): (X;¥)) li((x;y);(x;y))+ k2((x;y); (X)) (4.22a)

KHOGY) Gy = Tys = yella( ( x;58); (( X31) 5 (4.22b)
S;t

K2(x;y); (x;y)) = Iys= yi" Vo1 = Yee1 I (4.22c)

s;t

One can exploit the kernel structure and decomposd- into two contributions,
F(x;y) = Fa(x;y) + Fa(x;y), where

X X .
Fiiy) = Ivs= 1 (@6 )g(( x:9); ( x';1)); (4.23a)
)S<; It
i, )= Iyvi= 1T @y (4.23b)
y
and where
X X
Fa(x;y) = () [Iys = "ys=s 1 (4.24a)
X' X
(; )= iyy [ye 1= “yie=1 (4.24b)
iy t

Thus, we only need to keep track of the number of times a micrdabel pair (; )
was predicted incorrectly and the number of times a particubr observation xiS was
incorrectly classied. This representation leads to an e cient computation as it is
independent of the number of incorrect sequenceg.

In order to perform the Viterbi decoding, we have to compute the transition cost
matrix and the observation cost matrix H' for the i-th sequence. The latter is given
by

. X X _ .
Hs = (it )a(( x'58); (( X)51)) (4.25)
it
The coe cients of the transition matrix are simply given by t he values (; ). Once the
computation of the observation cost matrix and the transition cost matrix is completed,
Viterbi decoding amounts to nding the values that maximize s the potential function
at each position in the sequence.
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4.4  Analysis

In this section, we show that the coordinate descent methodn Algorithm 5 strictly im-
proves the objective function at each iteration. Since our bdjective function is bounded,
the algorithm converges to the minima. We rst present the following two Lemmata
that allow us to prove Proposition 8.

Lemma 2. Assume is a solution of DSVM 4, then ;.,y =0 for all pairs (x';y) for
which F(x';y; ) < maxygyi F(x';y; ).

Proof. Proof by contradiction. De ne F(x'; )=max,gyi F(x';y'; ). Hence if isa
solution, then

Fixby's ) F(xs ) 10 () (4.26)
Assume (., > 0. If y is a label sequence such thaF (x';y; ) < F(x'; ) then
FOhy's ) Fidsys )>F Xy ) Fixs ) 10 (4.27)

This contradicts the KKT complementary condition Equation 4.18a, given the assump-
tion (i:y) = 0. ]

Lemma 3. Let D = zTKz for z = (Z.y))iy. Then Deiyy = z4y)F (x';y), where
€i;y) refers to the canonical basis vector corresponding to the diension of ;...
P , . .

Proof.  Degy) = Ziyy  jyo Gy9Ziyok((X5y)i (X 1y9) = 2y F(X'y). m

Algorithm 5 optimizes DSVM '1 DSVM 1( :)sf ) -] 6 ig) over the argu-
ments ..y while keeping all other .)'s xed. Adopting the proof presented in
Osuna et al. [1997], we prove that Algorithm 5 strictly improves the objective function
every time it expands the working set.

Proposition 8. Assume a working setS' Y with y' 2 S is given and that a
solution for the working set has been obtained, i.e. .y); 8y 2 S' maximize the objective
DSVM | subject to the constraints that .,y = O for all y 62S'. If there exists a
negative pseudo-exampléx'; ) with § 62S' such that the margin constraints are not
satis ed, then adding § to the working setS® S [f ¢g and optimizing over S° subject
to (yy=0 fory 623%yields a strict improvement of the objective function.
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Proof. Case I: If the training exampl%(x‘ :y1) is not a support vector, then there are no

support vector of x', since (iy;) = ygyi (iy) = 0. Consider ' = eg i)+ €y,

for some > 0. Then, the di erence in cost function can be written as:
DSVM i( i (y:j 6ig) DSVM 1(0;f .y :j 6 ig)

(eayn+ €)'l TD(egy)+ gyn)

1

5@y * €ggn) D(eayn* €ggn) (4.28)

= 2 Fix'sy) Fds9) o(?  o(? (4.29)

sinceF (x';y') F(x';¢) < 1. By choosing small enough we can make O( 2) > 0.
Case II: If the training example is a support vector, (;.y,) > 0, then there has to be a

negative pseudo-examplg/ with .,y > 0. Consider I = i)t €y €(yi)-

DSVM 4( ';f () :] 8090 DSVM i( uyif () 2] 6iQ)

= (eay eay)'l  TD(ewy eqy) O(?) (4.30)
= (F(x59) F(xXhy) O(?) (4.31)
Hence we have to show thatF(x';§) F(x';y) > 0 independent of . From

the KKT conditions we know that F(x':y') F(x':y) = 1. The margin constraint
of (x';9) is violated if F(x';y') F(x':§) < 1. Setting =1+ F(x';¢) F(x';y")
concludes the proof. O

45 Related Work

SVMs have been applied to many problems that can be modelledsaa label sequence
learning problem without exploiting the dependency structure of the labels. NER
[Takeuchi and Collier, 2002] and protein secondary structwe [Hua and Sun, 2001]
are such examples. There are few exceptions to this trend shcas protein secondory
structure prediction study by Kudo and Matsumoto [2001] where individual classi ers
are trained using on the correct neighboring labels as well @ithe observation sequence
and the sequence structure is exploited with dynamic progrenming techniques during
inference. This is the SVM version ofViterbi approach described in Section 3.5 and
it may falil if label dependencies play an crucial role and theper-label accuracy is less
than perfect, since it results in over-con dence on the nei@iboring labels.
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In the last two years, there have been many studies on maximunmargin formu-
lations in structured observation-label domains. Weston ¢ al. [Weston et al., 2002]
proposedKernel Density Estimation (KDE) one of the rst studies that exploits the
structure of the observation and label spaces within a kernebased framework. They
extract independent features for input and output spaces. The goal is to learn a map-
ping from the feature space of observations, (x) to the feature space of labels( vy).
This is achieved by nding the principal components of ( y) using Kernel Principal
Component Analysis (KPCA) and learning a mapping from ( x) to each of these com-
ponents independently. The prediction is then given by soling a pre-image problem,
i.e. constructing the labely from the feature representation ( ).

The key idea of our approach is to extract features jointly from observation-label
pairs, not independently from the observation and label spaes. This is the main dif-
ference between our approach and KDE. The compatibility of & observation sequence
x and a label sequencg may depend on a particular property of x in conjunction with
a particular property of y, sincey has an internal structure that can be expressed with
some features. These features in turn may interact in non-tivial ways with certain
properties of the observation sequence patterns. Also, th@re-image phase of KDE
involves a search over the possible label set which is probteatic for domains like label
sequence learning where the size of the possible label sebgis exponentially with the
length of sequences.

We presented the primal formulation of a perceptron algorithm for label sequence
learning in Section 2.3.1. In order to avoid an explicit evatiation of the feature map as
well as a direct (i.e. primal) representation of the discriminant function, one can derive
an equivalent dual formulation of the perceptron algorithm. The dual perceptron for
structured domains (Algorithm 6) was rst proposed by Colli ns and Du y [2001] in NLP
context. The key di erence between this method and HM-SVMs i that the perceptron
terminates when the correct macro-label receives the maxiom score, whereas HM-
SVMs continue the optimization until the maximal margin is a chieved. Each iteration
of the dual HM-Perceptron is more e cient than HM-SVMSs' sinc e its update rule is a
simple increment rather than a QP solution as in HM-SVMs.

The generalization properties of this algorithm can be de ned by its online mistake
bounds. The number of mistakes made by the perceptron algoifim is at most (R= )?
whereR k ( x';y") ( x';y)k:8i;8y 2 GEN (x') and is the maximum achievable
margin on all sequences [Collins, 2002a, Theorem 1].
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Algorithm 6  Dual form of Hidden Markov Perceptron algorithm.

1: Initialize all ~ .yy =0

2: repeat

3. for all training patterns x' do

4: Compute 9i3: &g maxy 2y F(x';y), where
FOxBy)= 5y gnh(x5y); (xDy)i

5 if y' 6 ¢ then

6: D) Gy *1

7 (i:91) (i:9)

8 end if

9: end for

10: until no more errors

Collins [2002b] presents a generalization of SVMs for striared observation label
spaces, applied to parsing. The goal is to nd the maximal magin where margin is
de ned as

()= o FGdiy)  max  F(diy) (4.32)

k k Yy2GEN (xi);y6yi

and GEN (x') is the N-best macro-label set generated by an external mechanism.
The problem is formulated as a quadratic optimization, redwcing to a large multiclass
SVM. The di erence between this work and our approach is the se (and need) of an
external classi er and the restriction of the possible labé set to GEN (x). However,
each iteration of this method is more e cient than HM-SVMs as it does not require a
2-best Viterbi decoding.

Taskar et al. [2004] proposed Max-Margin Markov (M 2) Networks, published after
this work. This is also a maximum margin formulation for structured observation
and label domains and is very similar to HM-SVMs. The main di erence is in their
de nition of the margin constraints:

FOGy's)  maxE(Xiys) 4 (yhy); 8 (4.33)
y6y!
where 4 (a; b) denotes the Hamming distance betweera and b. Our margin constraints
are given in Equation 4.11:
Fixhy") maxF(x';y;) 1, 8i
y6y!

They propose to reparameterize the quadratic program, leaithg to a substantial reduc-
tion on the number of constraints, scaling only linearly with the length of sequences.
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In our formulation, on the other hand, the number of constraints scale exponentially.
However, the margin constraints in the exponential parameer space translate into poly-
nomial number of constraints that are coupled due to proper narginalization. Because
of this coupling, the optimization is in fact performed in th e exponential space, leading
to an algorithm very similar to Algorithm 5.

In a recent study, Tsochantaridis et al. [2004] generalizedhe framework of HM-
SVMs and MMMs by de ning re-scaled slack variableand re-scaled marginformulation
where the margin constraints are given below (respectively

F(x'y's) )r/réz;yi(F(xi;y;) 1 W:Y) 8i (4.34)
F(xb:yi:) 5“6%>§F(Xi;y;) 4 (yhy) i 8 (4.35)

Tsochantaridis et al. [2004] propose a generalization of Aorithm 5 and show that
it terminates in polynomial number of steps with respect to the length of sequences.
Thus, even though there are exponential humber of constraits, the optimal solution
can be obtained by evaluating only a very small percent of thetotal constraints, only
a polynomial number of constraints.

4.6 Experiments

We rst compare the performance of HM-SVMs with CRFs and dual HM-Perceptron
on pitch accent prediction. Features were extracted from onwindow of size 5 and
development data was used to adjust the regularization cortant in CRFs. We used
polynomial kernel of degrees 1, 2 and 3 from HM-SVMs and degee2 for dual HM-
Perceptron. C of HM-SVMs was set to 1 and no optimization was performed for his
parameter. SVM denotes HM-SVMs using polynomial kernel function of degree.
The results in Figure 4.1 demonstrate that HM-SVMs perform better than the other
sequence learning techniques. Trained with 3 order features, CRFs achieve a much
better score than the equivalently informed HM-SVM (SVM1). However, using second
and third order features, HM-SVM3 improves over CRFs. It is important to note that
extracting second order features explicitly correspondig to features in the order of 10
millions are quite slow. The di erence between the performace of HM-Perceptron2 and
HM-SVM2 demonstrates the validity of the maximum margin framework for sequence
labelling. It is rather surprising that the accuracy of HM-P erceptron2 is about 0.8%
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Figure 4.1: Per-label accuracy of pitch accent prediction a CRFs, HM-SVMs and dual
HM-Perceptron over a window of size 5.

NER | HMM | CRF | Percep2| SVM2 | SVM3
F1 69.11 | 72.62| 7215 | 72.77 | 73.15

Table 4.1: F1 measure of NER on 3000 Spanish newswire corpust 6tiIMMs, CRFs,
dual HM-Perceptron and HM-SVMs with window size is 3.

worse than CRFs even though HM-Perceptron2 uses™ order features and that the
primal HM-Perceptron achieves an accuracy of 76.55%, onlysing the 1%t order features.
This can be explained by the averaging operation of the primaform of HM-Perceptron.

We evaluated sparseness properties of HM-SVMs. We report avage values over 10
folds. There are 5716 support sequences, whereas there ar8166: + 14 many margin
constraints. Also, 41.73% of the training sequences satigfthe margin constraints,
so the dual parameters of these examples are 0. Only 4.2435pgpDrt sequences per
support examples are selected, which is extremely sparsersidering the average length
of the sequences is 7.

We also compared the performance of HM-SVMs with HMMs, CRFs ad the dual
HM-Perceptron on NER. The experimental setup was the same agpitch accent exper-
iments, except the window size was 3. We randomly extracted @00 sentences that
are shorter than 60 and contained at least 3 name micro-labsland performed 5 fold
cross-validation. Although in a generative model like an HMM, overlapping features
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violate the model, our empirical evaluations showed that HMMs using the overlapping
features outperformed the ordinary HMMs on NER. For this reason, we only report
the results of HMMs with overlapping features.

The results summarized in Table 4.1 demonstrate the competiveness of HM-SVMs.
As expected, HMMs are outperformed by all the other methods.Again, CRFs perform
better than the HM-Perceptron algorithm using polynomial k ernel of degree 2. HM-
SVMs achieve the best results, which validates our approactof explicitly maximizing
a soft margin criterion.

Figure 4.2 illustrates the nature of the extracted support ssquences. The example
sentence along with the correct macro-label is given on thedp of the gure. N stands
for non-name entities. The upper case letters stand for the bginning and the lower case
letters stand for the continuation of the types of name entities (e.g. M : Miscellaneous
beginning, o: Organization continuation). We also present a subset of tle support
sequencey/ with maximal (.yy. The rst sequence is the correct macro-label. The
other support sequences are depicted at the positions whetbey di er from the correct
one. The example illustrates a regular pattern of support squences such that most of
the pseudo-negative support sequences di er from the corie label sequence only in
a few positions, leading to sparse solutions. In this partialar example, there are 29
support sequences, whereas the size of macro-label set fdig sequence is 9.

4.7 Discussion

HM-SVMs di er from the previous sequence learning methods hat we have investi-
gated, namely CRFs and Sequence Boosting, in two main aspextthe loss function and
the mechanism to construct the hyperspace. HM-SVMs optimie the hinge loss and
have the ability to use kernel function to construct and leam over RKHS. On the other
hand, CRFs and Sequence AdaBoost operate in the parameterispace (performing
computations explicitly in the feature space) and optimize the log-loss and the hinge
loss respectively. Given their power of representation (de to the kernel functions),
HM-SVMs are expected to be more successful where (possiblg hitely many) higher
order features are relevant for the application. However, his requires computing the
kernel matrix iteratively, which may be computationally ex pensive when the data set
is large.

2This example is from a smaller experiment with 300 sentences
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Figure 4.2: Example sentence, the correct named entity labling, and a subset of the
corresponding support sequences.

The ability to use kernel functions is because of the k-norm optimization, which
leads to an inner product in feature spaces. Thus, the norm othe margin does not only
serve as a regularizer, but can also provide kernelizationmpperties. In the next chapter,
we investigate a GP formulation for sequence classi catiorwhich can be considered as
a method that combines the best of both worlds: HM-SVMs' RKHS property due to
the L, norm optimization and CRFs' advantages of a probabilistic ramework due to
the log-loss function.

As stated earlier, the objective function of HM-SVMs and Seaience Boosting can
be expressed in terms of the log-odds ratio or the margin. HMBVMs aim to maximize
the minimum margin, whereas the loss function of Sequence Bisting considers the
odds ratio of all observation-label sequence pairs:

=argmax min min O(x';y';y; )
NG
=argmin  D(i) ox';y;y';)
i y8y!
where O(x';y;y) = exp(F(x;y) F(x;y)).
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Boosting and SVMs are large-margin classi ers, which are kown to have good
generalization properties. In general, the margin of an exanple and a hyperplane can
be de ned wrt an arbitrary norm. For example, in binary classi cation, L , norm margin
of an observationx' is given by
Yy

p(xi; )= W

(4.36)
Breiman [1999] shows that Arc-GV boosting algorithm solvesa linear program to max-
imize the L, margin. For margin > 0, this is also true for AdaBoost [Freund and
Schapire, 1996, Ratsch et al., 2000] and consequently for @eence AdaBoost. We have
seen that, in SVMs, as well as HM-SVMs, a quadratic program issolved to maximize
L, norm margin.

Mangasarian [1999, Theorem 2.2] gives an insight of the geagtrical properties
of margin maximization for arbitrary norm projections: Nor malizing the hyperplane
parameters wrt an L , norm corresponds to measuring a distance of a point to the
hyperplane with respect to Ly norm measure, where ¥p+ 1=q= 1. This means that
Boosting requires a bound on the maximum absolute value (L ) of the data, whereas
SVM requires a bound on the L,-norm of the data. Thus, Boosting is expected to
perform better when weak learners have a similar output rang. In sequence labeling
framework, this corresponds to problems where the length athe sequences are balanced
across the data set and the variance of the expectations of &ures is small. This might
constraint the possible application set of Sequence Boostg severely. To partially
overcome this limitation, we introduce w(l;) to the optimization function of Sequence
Boosting. This term scales exponentially with the length of sequences and therefore
compensates for varying sequence lengths. One can also diei longer sequences into
subsequences.

Sequence AdaBoost induces classi ers that have feature spseness in the primal
form, due to the greedy optimization method. HM-SVMs also rdurn sparse classi ers,
but w.r.t. the dual parameters. This sparseness is becausd the hinge loss, max(Q1+
F(x';y) F(x';y"), which is truncated to 0 when the corresponding margin corstraint
is satis ed. Thus, sparseness is inherent to the objectiveunction of HM-SVMs, as long
as some (soft) margin is achievable.
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Chapter 5

Gaussian Process Seguence
Classi cation

Gaussian Processes (GPs) are non-parametric tools makingsa of thekernel trick to
work in high (possibly in nite) dimensional spaces like SVMs. As other discriminative
methods, they predict single variables and traditionally do not take into account any
dependency structure in case of multiple label predictions Our goal in this chapter is
to formulate the problem of label sequence learning as a Gas&gn Process and develop
an optimization method for this formulation, namely Gaussian Process Sequence clas-
si cation (GPS). GPS can be thought of as the dual formulation of CRFs. It combines
the advantages of CRFs, which we see in its rigorous probahgtic semantics and the
advantages of kernel-based methods.

We rst overview Gaussian Processes (GPs) in Section 5.1 anthen present the
objective function of GPS (Section 5.2). Exploiting the compositionality of the kernel
function, we derive a ' order gradient-based optimization method for the GPS clas-
si cation in Section 5.3 and provide theoretical analysis d the GPS classi cation in
Section 5.4. Section 5.5 presents related work and we conda this chapter with some
experimental results in Section 5.6 and a comparison of GPSl&ssi cation with other
label sequence learning methods.

For notational convenience, we will assume that all training sequences are of the
same lengthl in this chapter.
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5.1 Gaussian Process Classi cation

In supervised classi cation, we are given a training set ofn labeled instances or obser-

processF  (F(x;y)) . Given an instantiation of the stochastic process, we assum
that the conditional probability p(yjx; F) depends only on the values ofF at the ob-
servation x via a multinomial response model, i.e.

exp(F (x;y))
yo=1 €Xp(F (x;y9)

p(yix; F) = p(yjiF (x; )) = P (5.1)

For notational convenience, we will identify F with the relevant restriction of F to
the training patterns x and represent it as an m matrix. For simplicity we will (in
slight abuse of notation) also think of F as a vector with multi-index (i;y).

In a Bayesian framework, the prediction of a label for a new obervation x is ob-
tained by computing the posterior probability distributio n over labels and selecting the

label that has the highest probability:
z

plyix;y;x) = p(yiF(x; )) p(Fjx;y) dF (5.2)

Thus, one needs to integrate out alln m latent variables of F. Since this is in gen-
eral intractable, it is common to perform a saddle-point approximation of the integral
around the optimal point estimate, which is the maximum a pogerior (MAP) estimate:
p(yix;y;x)  p(yjF™ (x; )) where F™ =argmaxg logp(Fjx;y). Exploiting the con-
ditional independence assumptions, the posterior o can { up to a multiplicative
constant { be written as

yo oo
p(Fix;y) I p(F)p(yjF;x)= p(F)  p(y'jF(x';)) (5.3)
i=1

The key idea of Gaussian Processes is to de ne the priga(Fjx;y) directly within the
function space, without parameterizing F. In particular, this distribution is assumed
to be Gaussian, makingF a Gaussian Process:

1The output of the function F at a data point ( x;y) is a random variable. Then the set of output
values of all data points F  (F (x;y)) are correlated random variables, so called a stochastic process
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De nition 1  ([Gibbs, 1997]). A Gaussian Process is a collection of random variables
F = (F(x1);F(x2);:::) which have a joint Gaussian distribution

pFifxngK) = Zexp o(F  )TK XF ) (5.)

for any collection of inputs fx,g, where is the mean andK is the covariance matrix
of the data de ned by the covariance functionC.

It is common to use zero mean Gaussian processes with a kernkinction C as
the covariance function. In multiclass classi cation, it is generally assumed that the
processed=( :y) and F( ;y9 are uncorrelated fory 6 y°[Williams and Barber, 1998].
We denote byK the kernel matrix with entries K iy )yo = C((X';y); (X} ;¥9). Notice
that under the above assumptionskK has a block diagonal structure with blocksK (y) =
(Kij (¥), Kij(y) Cy(x';x)), where C, is a class-speci ¢ covariance function.

Combining the GP prior over F and the conditional model in Equation 5.1 yields

the more speci ¢ expression:
2 3

X0 o xXn . 1
logp(Fjx;y)=  4F(x";y") log exp(F(x';y))> EFTK 'F +const.  (5.5)
i=1 y=1
As stated in Section 2.1.2, the Representer Theorem [Kimeldrf and Wahba, 1971]
guarantees that the maximizer of Equation 5.5 is of the form:

[ x T
F™ (xy) = Gy oK aynayo =  Keiy) (5.6)
j=1y0=1
with suitably chosen coe cients  where (., is a coe cient of the training example
x' and the label y, and €iy) IS the (i;y)-th unit vector. In the block diagonal case,

K iy):iyo =0 for y 6 y?and this reduces to the simpler form:

Fmee (x';y) = Gy)Cy(X';x)): (5.7)
i=1
Using the representation in Equation 5.6, we can rewrite theoptimization problem
as an objectiveR which is the negative of Equation 5.5 parameterized by :

N .
TK logp(y'jx'; )
i=1

R( jx;y)

T T X X T
= K K €iyiy + log exp( " Kegy)) (5.8)
i=1 i=1 y
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A comparison between Equation 5.8 and a similar multiclass M formulation Equa-
tion 4.5 [Crammer and Singer, 2001] clari es the connectiorto SVMs. Their di erence
lies primarily in the utilized loss functions: logistic loss vs. hinge loss. Because the
hinge loss truncates values smaller than to O, it enforces sparseness in terms of the
parameters. This is not the case for logistic regression asell as other choices of loss
functions.?

As explained in [Gibbs, 1997], Gaussian Processes have bestudied since 1960's,
starting with Matheron [1963]'s kriging which is identical to the Gaussian Process re-
gression. In the last ten years, many researchers studied éhBayesian inference of Gaus-
sian Process regression, e.g. [Neal, 1996, 1997, WillamadaRasmussen, 1996]. For
Gaussian Process classi cation, on the other hand, there & well-established approxi-
mate Bayesian inference techniques [Mackay, 1992, Neal, 98]. Other Bayesian approx-
imation methods are Laplace approximation [Williams and Barber, 1998, Williams and
Seeger, 2000], variational methods [Tommi and Jordan, 1996mean eld approxima-
tions [Opper and Winther, 2000], and expectation propagaton [Minka, 2001b, Seeger
et al., 2003].

Following the early literature on Gaussian Process regregsn, we presented a clas-
si cation method for Gaussian Process using a MAP estimaterather than a Bayesian
inference method. This is because the generalization of Bagian Gaussian Process clas-
si cation leads to a computationally very expensive method posing serious scalability
problems. Then, our Gaussian Process formulation for labetequences is equivalent to
the generalization of kernel logistic regression to sequees.

5.2 Objective Function

In sequence labeling problem, we simply replace the obsertian-label pairs (x;y) with
observation-label sequencepairs (x;y). Then, the problem can be considered as a mul-
ticlass classi cation where the input is an observation segencex and for an observation
sequence of lengtH, the corresponding label setY is of sizem = S!', whereS=j jis
the size of the micro-label set.

We use the sequence kernel described in Section 2.1.2 for tlkevariance function.
Notice that the use of a block diagonal kernel matrix is not anoption in the current

2several studies focused on nding sparse solutions of Equaion 5.8 or optimization problems similar
to Equation 5.8 [Bennett et al., 2002, Girosi, 1998, Smola and Schelkopf, 2000, Zhu and Hastie, 2001].
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setting, since it would prohibit generalizing across labekequences that di er in as little
as a single micro-label. The kernel function Equation 2.9 ideed allows for generaliza-
tion across label sequences as it simply compares the micraldels of the observation
pairs in each sequence at any position due to the stationant assumption.

Given this setup, one can naively follow the same line of argmentation as in the
GP classi cation case of Section 5.1, evoke the Representérheorem and ultimately
arrive at the objective in Equation 5.8. Since we need it for sbsequent derivations, we
restate the objective here

R( jz)= TK X]TK--+X1|X TK g 5.9
( J ) e(|;y') 0g exp e(|;y) ( : )

whose optimal solution is given by Equation 5.6 as restated blow:

. X X
Fxhy: )= TKegy) = Gy K Gy)iy) (5.10)
j=1y2y
Notice that the sum over the macro-label set,Y, which grows exponentially in the
sequence length and unfortunately, unlike hinge loss, logks does not enforce sparseness
in terms of the parameters. Therefore, this view su ers from the large cardhality
of Y. In order to re-establish tractability of this formulation , we use a trick similar
to the one deployed in [Taskar et al., 2004] and reparameteze the objective in terms
of an equivalent lower dimensional set of parameters. The crcial observation is that
the de nition of k in Equation 2.9 is homogeneous (or stationary). Thus, the aBolute
positions of patterns and labels in the sequence are irrelewnt. This observation can
be exploited by re-arranging the sums inside the kernel funtion with the outer sums,
i.e. the sums in the objective function.

5.2.1 Exploiting Kernel Structure

In order to carry out the reparameterization more formally, we proceed in two steps.
The rst step consists of nding an appropriate low-dimensional summary of . In
particular, we are looking for a parameterization that doesnot scale with m = S'.
The second step consists of re-writing the objective funcbn in terms of these new
parameters.

As we prove subsequently, the following linear map extracts the information in
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that is relevant for solving Equation 5.9:
: 2f0;1g" 'S nm (5.11)
where
Gt yy) iD= Y= ] (5.12)

Notice that each variable (.. yy) encodes whether the input sequence is the
j -th training sequence and whether the macro-labely contains micro-labels and at
position t and t + 1, respectively. Hence, (ji; ) is simply the sum of all ;) over

macro-labelsy that contain the  -motif at position t:

X
Gt: )= Gy = "y = 1 (5.13)
y2Y

We de ne two reductions derived from via further linear dimension reduction,
@ P with Plis; 3Gt )= i st s (5.14a)
@ Q; with Qi yGt: )= i : (5.14b)

@

Intuitively, @ and @ are the marginals: i ) is the sumof all (;y) over every

;)
position in the macro-label y that contains  -motif. ((2 y» on the other hand, is the

sum of all ;. that has  micro-label at position s in macro-label y:

o _X

(s )~ aylys= 1 (5.15a)

G )= < i = 7 = 5.15b

) Gy Iys Yse1 = (5.15b)
yit

We can now show how to represent the kernel matrix using the peviously de ned
matrices , P, Q and the gram matrix G with Ggis).jit) = g(xis;xjt).

Proposition 9.  With the de nitions from above:

K= TK®; K° PTHP +Q'Q

Proof. By de nition, the elements of the reparameterized kernel isgiven by:
K& yasi)=0 = 7~ = 1+ = To((x':0; (Kis):  (5.16)

The proof follows through by elementary comparison of coe dents. O
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We now have S? parameters for every observationxs in the training data, leading
to a total of nIS? parameters. We can rewrite the optimal solution in terms of these

variables:
F(Xi;y) — TKe(i;y) (517)

X X

= [ys= "ys1= 1 Iyt = "“vyer = 1 @y
% X ity2y . .

+ Iys= 1 Ive= 1 y)9(( x'5t); ( X';9))
S; ity2y
X X iy

- Gt: ) Dys= "ysaa = DT+Iys= IKk(Xs;xt)
S R
X % ,

= (it ; )K(i;s;ys;ys+1);(j:t;; )
S it

= TKO e(i;y) (518)

as well as the objective function:

X X X
R(jz) = TkK° TK? eiyiy+  log  exp TK? giyy (5.19)
i=1 i=1  y2y
During the reparameterization process, we suppressed theggpendency of param-
eters on parameters. 's impose marginalization constraints on 's (to ensure the
consistency of the distribution over each label), leading b coupling of parameters.
Optimization over this constraint space is extremely dicu It. However, due to the
strict convexity of the optimization function (with respec tto both and ) and due to
the Representer Theorem, the unique solution in the space is guaranteed to coincide
with the unique solution in the  space. Therefore, we can safely ignore the constraints
and perform optimization over the complete space.

5.3 Optimization Method

The optimization methods mentioned in Section 5.1 require he computation of the

Hessian matrix. In sequence labeling, this corresponds tooenputing the expectations

of micro-labels within di erent cliques (see Equation 5.31), which may not be tractable

to compute exactly for large training sets. In order to minimize R with respect to

, we propose ¥ order optimization methods. In Section 5.3.1, we present arexact

optimization method, which we call Dense Gaussian Processefuence Classi cation
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(DGPS). To ensure scalability, we present two sparse methosl in Sections 5.3.2 and
5.3.3. We give the formulation of how the Hessian oR can be computed in Section
5.3.4 in order to point out the complexity.

5.3.1 A Dense Algorithm

It is well-known that the derivative of the log partition fun ction with respect to is
simply the expectation of su cient statistics:
2 3
X
r 4|Og exp Tk© €Gy) S= K%y €Gy) (5.20)
y2Y
where Ey denotes an expectation with respect to the conditional distibution of the
macro-labely given the observation sequenca'. Then, the gradients of R are trivially
given by:
X X
r R=2K° KO eiyiyt  KEy eiy) (5.21)
i=1 i=1
As the rst two terms involve simple matrix multiplications , the remaining challenge is
to come-up with an e cient way to compute the expectations. First of all, let us more
explicitly examine these quantities:

Eyl( &iy)ge: H1= i Eyllyi= "ya= 1 (5.22)

In order to compute the above expectations one can once agaexploit the structure
of the kernel and is left with the problem of computing probabtilities for every neighbor-
ing micro-label pair (; ) at positions (t;t +1) for all training sequencesx'. The latter
can be accomplished by performing the forward-backward algrithm over the training
data using the transition matrix T and the observation matricesO (), which are simply
decompositions and reshapings oK &

@ R @) ; with R( SN ) < (523&)
T [ @lss (5.23b)
o®= [ (1)]n s G (i) (5.23c)

where K]n.n denotes the reshaping operation of a vectox into an m n matrix, Aj.j
denotes thejlj j Jj sub-matrix of A and (:) denotes the set of all possible indices.
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Termwise equations for the transition and observation matiices are given as follows:

T = it ) (5.24a)

. X _ _
Of ) = Gsi: H9(( X505 (x)5s) (5.24b)

Algorithm 7 One optimization step of Dense Gaussian Process Sequencea€si cation
(DGPS)

Require: Training data (x';y')i=1.n; Proposed parameter values

1: Initialize ((;1); ((;2) (Equation 5.14).

2: Compute T wrt ((;2) (Equation 5.23b).

3 for i=1;:::;ndo
4
5

Compute OM wrt & (Equation 5.23c).
Compute p(y'jx'; ¢) and Ey[lyi= “vywe1= J] for all t;; via forward-
backward algorithm using O() and T

end for

. Computer R (Equation 5.21).

N o

A single optimization step of DGPS is described in Algorithm 7. Note that the
only matrices computed areO(®) and T. The other matrices are introduced only for
reparameterization and are never computed. The complexityof one optimization step
is O(t2) dominated by the computation of O() for all i wheret = nir 2. We propose to
use a quasi-Newton method for the optimization process. The, the overall complexity
is given by O(t %) where <t 2. We only need to store the parameters. Thus, the
memory requirement is given by the size of , O(t).

During inference, one can nd the most likely label sequencdor an observation
sequencex by performing a Viterbi decoding using the transition and observation
probability matrices.

5.3.2 A Sparse Algorithm of Observations

While the above method is attractive for small data sets, thecomputation or the storage
of K O(thus the observation and transition matrices O{) and T) poses a serious problem
when the data set is large. Also, classi cation of a new obsemtion involves evaluating
the covariance function at nl observations, which is more than acceptable for many
applications. Hence, one has to nd a method for sparse solibns in terms of the
parameters to speed up the training and prediction stages.
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We propose a sparse greedy method, Sparse Gaussian Procesgince Classi ca-
tion (SGPS), that is similar to the method presented by [Bennett et al., 2002]. In order
to motivate this algorithm, we present the following lower bound on convex functions
which is simply a tangent of the convex function.

Lemma 4 (Lower Bound on Convex Functions). Let C: !< be a convex function
on a vector space, let g 2 and denote byg 2 @C( o) a vector in the subdi erential
of C at . Then

rr;in C()+ kk?® C(o)+kok?® k g+ ok’ (5.25)

Proof. Since C is convex, it follows that for any subdi erential g 2 @C( o) we have
C() C(o)+ g : Consequently,

min C( )+ k k2 min C( o) + g +kot+ Kk (5.26)
The minimum is obtained for = (2g+ ¢), which proves the claim. O

This bound provides a valuable selection and stopping critéon for the inclusion of
subspaces during the greedy optimization process. Note ingsticular that g+ ¢ is the
gradient of the optimization problem in Equation 5.25, hence we obtain a lower bound
on the objective function in terms of the L, norm of the gradient. This means that
optimization over a subspace spanned by a (set of) parametés) is only useful if the
gradient in the corresponding direction is large enough.

SGPS starts with an empty matrix K. At each iteration, SGPS selects a training
instance x' and computes the gradients of the parameters associated witx', .y,
to select the d coordinates with the largest absolute value of the gradientvector of
R over this subspace. ThenR is augmented with the columns associated with the
selected parameters and SGPS performs optimization of thewrent problem using a
Quasi-Newton method. This process is repeated until the grdients vanish (i.e. they
are smaller than a threshold value ) or a maximum number p of coordinates are
selected (i.e. some sparseness level is achieved). Since thottleneck of this method is
the computation of the expectations, Ey[[[y:= "yi+1 = ]|} once the expectations are
computed, we can pick not only one, butd coordinates.

One has two options to compute the optimal at every iteration: by updating all of
the parameters selected until now, or alternatively, by updating only the parameters
selected in the last iteration. We prefer the latter becauseof its less expensive iterations.

71



This approach is in the spirit of a boosting algorithm or the cyclic coordinate descent
optimization method.

We consider two alternatives for picking the training sequeice at each iteration.
One can select the sequence one of whose gradients has theh@igt magnitude or select
a random sequence. The former criteria does not necessarilyive the best improve-
ment when the number of coordinates to be selectedl > 1. Also, its complexity is
signi cantly higher than selecting a training sequence at mndom.

Algorithm 8 Sparse Gaussian Process Sequence Classi cation (SGPS) alghm.

Require: Training data (x';y')i=1.n; Maximum number of coordinates to be selected,
p, p < nir 2; Threshold value for gradients

1. K 1

2: repeat

3 Pick i:

4: (1) Pick i = arg maxjojr (io;:)Rj, or

5. (2) Pick i 2f1;:::;ng randomly

6: Computer . R (Equation 5.21).

7. s dcoordinates ofr .. R with largest absolute value
8 R [KR;K%]

9:  Optimize R wrt s.
10: until r < or p coordinates selected.

SGPS is described in Algorithm 8. When the training sequence are selected ran-
domly, the complexity is O(p?t) where p is the maximum number of coordinates al-
lowed. The complexity increases by a factor onl, the number of training sequences,
when the best training sequences is selected (Line 4). The @tage complexity is of
O(pt), dominated by K ©

5.3.3 A Sparse Algorithm of Observation Sequences

One can also design a similar algorithm that optimizesR( jZ) in Equation 5.9 to
obtain sparse solutions in terms of observation-label seqnce pairs K;V).

In order to nd the steepest descent direction for this formulation, we need to
compute the gradient:

r R=2K - K €hiyiy T . Ey[K E(i;y)]: (5.27)

72



where the expectation is with respect to the conditional didribution of the label
sequencey given the observation sequence’. Not surprisingly, these expectations are
the sum of the expectations with respect to the reduced pararaters, in Equation 5.22:

X
Ey[(Keiy))gy)l = KEy [( €iy)) (it; yiiyien )] (5.28)
t

The Viterbi decoding as well as the expectations can be compgad as described in
Section 4.3.2.

5.3.4 GPSC 2" Order Optimization Methods

The MAP estimate which we performed in the previous section night lead to over-
tting the posterior P(FjZ), since the MAP estimate does not control the variance.
This might lead to a non-high probability mass around the pe& of the posterior dis-
tribution. To approximate the probability mass of the posterior, one can perform a
Laplace approximation which ts a Gaussian centered at the MAP estimate and com-
putes the volume under the Gaussian, based on the justi catbn that under certain
regularity conditions, the posterior distribution approa ches to a Gaussian distribution
as the number of samples grows [Williams and Barber, 1998]. irding the maximum
can be achieved by performing iteratively Newton-Ralphsonupdates.

It is well known that for twice dierentiable convex functio ns L( ) the Newton
updates

[r 20 *r L() (5.29)

converges to the minimum quadratically. The rst gradients can be computed readily
by Equation 5.21. The Hessian is given by:

X
r °R=2K%  K%ar, e;y, (5.30)
i=1

The complexity of this computation is more obvious when expessed termwise:

2 A X h 0 0 |
"o e T _ By Kisysysa Gt 1K Gpypypa )itk 1)
i sipp
XX h o i h 0 i
_ Ey K(i;s;ys;ys+1);(j;t;; ) Ey K(i;p;Yp;yp+1);(k;r;; )
i sp
0
+ 2K(J';t;; JHCH D] (5.31)
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Computing the second and the third terms in Equation 5.31 pogs no computational
challenge. However, the computation of the rst term involves nding the joint expec-
tations Ey[ys = "yt= JandEylys= "ys 1= "“yt= "yt 1= ]overall
possible macro-labelsy of an observation sequence for all possibles;t pairs. As this
computation scales quadratically with the length of the seqience, repeated computa-
tion of the Hessian exactly is intractable in general. To alkviate this problem, as Altun
et al. [2004b] propose to approximate the Hessian by ignorig the correlations which
go beyond the cliqgue boundaries, leading to approximating he Hessian by a block-
diagonal matrix. In this case, Newton's method turns into a block-preconditioned
gradient descent, also known as a block-Jacobi method. Therje for this approxima-
tion is the slower convergence, which in the worst case is lgar rather than quadratic.
For coherence, we restrict our attention to B! order methods in the following sections.

5.4 Analysis

In this section, we provide approximation analysis of the sgrse Gaussian Process clas-
si cation. We apply the Gauss-Southwell approximation bound analysis to the SGPS
algorithm that chooses the best sequence. We also point outhe asymptotic conver-
gence of the SGPS algorithm that chooses a random sequence exery iteration.

In the following analysis, we assume i > 0;8k. Thus, the hypothesis space is the
convex hull C of H, where H is the set de ned by the column sum ofK® matrix:

( 5 )
C F:(xhy)! kUi Uk =(K? eiy))k k> 0;8k; (5.32)
k=1

Optimization over C is obviously a special case of the GPS classi cation problem
presented previously. However, as argued in Section 3.4,sie we are interested in
the macro-label that maximizes F (x;y), introducing uyx for each ux enables us to
generalize the non-negativity constraint. Therefore, we an assume the above de nition
of the hypothesis space without loss of generality.

The optimization method described in Algorithm 8 with the be st training sequence
selection criteria (Line 4) is closely related to a well-knevn iterative method for func-
tion minimization which is known as coordinate descent methogdcoordinate relaxation
method Gauss-Seidel methodor SOR (Successive overrelaxation methodj and can be

%In fact, Gauss-Seidel method is a special case of SOR method.
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stated in its most general form as follows [Luo and Tseng, 200 Ortega and Rheinboldt,
2000, Hackbusch, 1994, Murty, 1998]:

lteration 0: Choose arbitrary x° 2 <X

x"*1 satisfying:

r+l

X; arg mxi_n fOXCG X XX ii i XE) (5.33)

where the goal is to minimizef (x). When f is convex, the sequence generated by this
method is guaranteed to converge to the unique minimum irrepective of the initial
vector x° [Murty, 1998].

A special case of this method isGauss-Southwellmethod. Its selection criteria of

r+1

Xj is given by jx;

that for

X j maxiojxiro+l X{oj. Itis proved by Luo and Tseng [2001]

f(x)= g(x)+ b'x (5.34)

whereg is twice continuously di erentiable and strictly convex, t hus the Hessiarr 2g(x)
is positive de nite, Gauss-Southwell method converges atdast linearly:

P f(x) 1 T () F(x) (5.35)

wherex denotes the optimal solution, and 1< < 1 . Thus

1 t

f(x") f(x) 1 = (Y f(x) (5.36)
and for a given precision , one needs to performO(log(1=)) iterations. Ratsch et al.
[2002] extends the proof for an approximate Gauss-Southwemethod where at each
iteration the coordinate that has the largest absolute value in the gradient vector is
selected:

i =arg i02r];nlaxkgj(r f (X))o (5.37)

.....

and points out that
k 4n?
2
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where is the Lipschitz constant of r g, is a lower bound on the eigenvalues of
r 2g(x") for all iterates r, n is the size of the training set and scales with the ratio of
the upper and lower bounds on the Hessian.

In Equation 5.34, let b= 0 and g = R in Equation 5.19. Since the Hessian of
the negative log function is positive de nite, the Hessian @nstraint of the theorem is
satis ed due to additivity. Let d in Algorithm 8 be 1 and i be selected by Line 4. If
the maximum number of coordinates, p in Algorithm 8, is selected large enough, the
algorithm is equivalent to a Gauss-Southwell method and is poved to converge to the
optimal solution linearly. Clearly, p > 1 only increases the rate of convergence. As for
the bound on , we note that and n scale linearly with the length of the sequences,
whereas scales quadratically.

Unfortunately, Algorithm 8 with the best training sequence criteria may not be
feasible for large data sets. Algorithm 8 with random sequeoe selection, on the other
hand, is an instance of a Gauss-Seidel method. As discussedhave, Gauss-Seidel
methods are guaranteed to converge asymptotically. Howevethis yields signi cantly
slower convergence of random selection than best selectiaigorithm.

5.5 Related Work

In a recent study [La erty et al., 2004], independent of our work, a formulation sim-
ilar to GPSC has been presented from a di erent perspective:kernelized Conditional
Random Fields (KCRFs). KCRFs are a generalization of CRFs byintroducing a more
sophisticated regularizer than the one used in CRFs: arh, norm regularizer associated
with an RKHS. As state in Section 4.7, this form of regularize results in kernelized
methods, KCRFs in this case. As regular CRFs, KCRFs can be dened on general
graph structures. The Representer Theorem assures the optial solution of KCRFs is

a linear combination of the cliques of the graphg:
X X X .
F()= (i;c;yc)Kc(XI 'Yer ) (5.39)
i c2C(d') yc2Yici

where c is a cligue among all the cliques of the graphg' denoted by C(g'). La erty
et al. [2004] also extend this framework to semi-supervisetkarning. We believe this is
a very exciting direction to pursue and still has lots of chalenges to explore.

Altun et al. [2004b] approach the problem in general graph stucture as well and
propose a method to approximate the Hessian making the™® order methods tractable
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Figure 5.1: Test accuracy of Pitch Accent Prediction task ower a window of size 5 on
CRFs and GPS classi cation.

for Gaussian Process Sequence classi cation. This is aclied by ignoring correlations
that go beyond the cligue boundaries. Proofs of decompositin results of undirected
graphical models and constructions for kernels are preseat!.

5.6 Experiments

We compared the performance of CRFs and HM-SVMs with the GPSCdense and
sparse methods according to their test accuracy on pitch aant prediction. When
performing experiments on DGPS, we used polynomial kernelsvith di erent degrees
(denoted with DGPSX in Figure 5.1 whereX 2 f 1; 2; 3g is the degree of the polynomial
kernel). We used third order polynomial kernel in HM-SVMs (denoted with SVM3 in
Figure 5.1). As expected, CRFs and DGPS1 performed very sirtar. When 29 order
features were incorporated implicitly using second degrepolynomial kernel (DGPS2),
the performance increased dramatically. Extracting 2 order features explicitly results
in a 12 million dimensional feature space, where CRFs slow aan dramatically. We
observed that 39 order features do not provide signi cant improvement over DGPS2.
HM-SVM3 performs slightly worse than DGPS2.

To investigate how the sparsity of SGPS a ects its performarce, we report the
test accuracy with respect to the sparseness of SGPS solutian Figure 5.2 using the
random training sequence selection criteria. The results @ported here and below are
obtained using a di erent set of features where the performace of DGPS is 76.48%.

e



0.77

0.761

Accuracy
I
3
ol

©

u

~
T

0.73r

0.72 s s s s s s s
0 1 2 3 4 5 6 7 8
Sparseness %

Figure 5.2: Test accuracy of Pitch Accent Prediction w.r.t. the sparseness of GPS
solution.

Sparseness is measured by the percentage of the parameteslested by SGPS. The
straight line is the performance of DGPS using second degrgeolynomial kernel. Using
1% of the parameters, SGPS achieves 75% accuracy (1.48% lékan the accuracy of
DGPS). When 7.8% of the parameters are selected, the accurads 76.18% which is
not signi cantly di erent than the performance of DGPS (76. 48%). We observed that
these parameters were related to 6.2% of the observations @ig with 1.13 label pairs
on average. Thus, during inference one needs to evaluate thHeernel function only at
6% of the observations which reduces the inference time draatically.

In order to experimentally verify how useful the predictive probabilities are as
con dence scores, we forced DGPS to abstain from predicting label

when the probability of a micro-label is lower than a threshdd value. In Figure 5.3,
we plot precision-recall values for di erent thresholds. We observed that the error rate
for DGPS decreased 8.54%, abstaining on 193% of the test data. The improvement
on the error rate shows the validity of the probabilities gererated by DGPS.

Because our current implementation of GPSC is in Matlab, the size of the data
sets are limited in our experiments. We used the Spanish newsre corpus to randomly
select 1000 sentences (21K words). We used the word and its elfing properties of the
current, previous and next observations.
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Figure 5.3. Precision-Recall curves for di erent threshol probabilities to abstain on
Pitch Accent Prediction

DGPS1 | DGPS2 | SGPS2| CRF | CRF-B
Error 4.58 4.39 4.48 | 4.92 4.56

Table 5.1: Test error of NER over a window of size 3 using 5-fal cross validation.

The experimental setup was similar to pitch accent predicton task. We compared
the performance of CRFs with and without the regularizer term (CRF-R, CRF) with
the GPSC dense and sparse methods. Qualitatively, the behaor of the dierent
optimization methods is comparable to the pitch accent predction task. The results
are summarized in Table 5.1. Second degree polynomial DGPSutperformed the other
methods. We set the sparseness parameter of SGPS to 25%, i.p.= 0:25nlr 2, where
r =9 and nl = 21K on average. SGPS with 25% sparseness achieves an acatydhat
is only 0:1% below DGPS. We observed that 19% of the observations are Iseted along
with 1:32 label pairs on average, which means that one needs to comjguonly one fth
of the gram matrix.

We also tried a sparse algorithm that does not exploit the kenel structure and
optimizes Equation 5.9 to obtain sparse solutions in terms b observation sequences
x and macro-labely, as opposed to SPGS, where the sparse solution is in terms of
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observations and label pairs. This method achieved 92% of accuracy, hence, was
clearly outperformed by all the other methods. The failure d the method can be
explained by the fact that the algorithm is searching for a shgle parameter ;, for a
sequence that consists of many position that might have di eéent behavior and needed
to be explained separately (with di erent parameter assigrments). This is, in fact, the
case in the other sparse method.

The nature of the extracted support sequences chosen by the @5 classi cation are
very di erent than the ones chosen by HM-SVMs. In HM-SMVs, most of the support
sequences only dier in a few positions from the correct labkesequence, resulting in
sparse solutions, whereas in GPS classi cation the supporsequences are di erent from
the correct label sequence in many positions.

5.7 Discussion

We now brie y point out the relationship between GPS classi cation and other dis-
criminative methods of sequence learning, in particular, QRFs, dual HM-Perceptron,
HM-SVMs and MMMs.

We mentioned previously that CRF is a natural generalization of logistic regression
to label sequence learning whose objective function is the mimization of the negative
conditional likelihood of training data. To avoid over tti ng, we multiply the conditional
likelihood by a Gaussian with zero mean and diagonal covariace matrix K, resulting
in an additive term in log scale.

logp( jx;y) = . logp(yijxi; )+ 'K (5.40)
i=1

From a Bayesian point of view, CRFs assume a uniform priorp(F), if there is no
regularization term. When regularized, CRFs de ne a Gaussan distribution over a
nite vector space . In GPSC, on the other hand, the prior is de ned as a Gaussian
distribution over the function space of possibly in nite di mension. Thus, GPSC gen-
eralizes CRFs by de ning a more sophisticated prior on the dscriminative function F.
This prior leads to the ability of using kernel function in or der to construct and learn
over Reproducing Kernel Hilbert Spaces. So, GPSC can overote the limitations of
CRFs by generalizing a parametric statistical model. When te kernel that de nes the
covariance matrix K in GPSC is linear, F in both models become equivalent.
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Figure 5.4: Exp-loss, log-loss and hinge-loss as upper bods on zero-one loss.

As the primal form of HM-Perceptron can be viewed as an approination of CRFs,
dual HM-Perceptron can be interpreted as an approximation ¢ dense GPSC, where
instead of using the exact derivatives, the approximation § used due to an online update
(only one training instance is considered) and the Viterbi assumption (only the most
likely macro label is considered).

The di erence between SVM and GP formulations to sequence larning is the uti-
lized loss function over the training data, i.e. hinge loss %. log loss. GPSC objective
function parameterized with , Equation 5.9, corresponds to HM-SVMs where the
number of parameters scale exponentially with the length ofsequences. The objec-
tive function parameterized with , Equation 5.19, corresponds to MMMs, where the
number of parameters scale only linearly. GPSC has the advaage of providing a
probabilistic framework, which is advantageous for cascaed architecture of classi ers
and the incorporation of prior knowledge.

Kernel logistic regression is commonly interpreted as a lage margin method [Bartlett
et al., 2003]. This interpretation can be readily extended b GPSC and uni es the
technigues presented in this study adarge margin methods for label sequence learning
optimizing di erent loss functions: exp loss of Sequence Bosting, hinge loss of HM-
SVMs and log-loss of GPS classi cation. These functions areipper bounds on the
zero-one loss. Figure 5.4 shows these loss functions on bigalassi cation.

81



It is well known that if the model is correct, logistic regression, performing the
maximum likelihood estimate, may lead to Bayes optimal clasi cation error under
some regularity conditions [Zhang, 2004]. If the model is nbcorrect, then it computes
the estimate that is closest to the true distribution with re spect to the relative entropy.
If the intrinsic loss function (optimized by the Bayes rule) is the zero-one loss, GPSC
is consistent, i.e. it achieves the the optimal Bayes error ate in the large sample
limit. Sequence AdaBoost also enjoys this property, sincehte multi-class exponential
loss function, Equation 3.5, is proved to be consistent [Zhag, 2004]. Unfortunately,
HM-SVM is not in nite sample consistent, since

L(F(x;y) maxF(x;y)) (5.41)
y8y

is shown to be inconsistent in general for convex loss funainsL, thus for hinge loss as
well [Zhang, 2004]. We should also note that even though the symptotic theoretical

analysis provides useful statistical insights, the perfomance of a learning method on
small-sample problems do not necessarily coincide with itgperformance on in nite

sample. In fact, our experimental results show that HM-SVM which are inconsistent
achieve better results than Sequence Boosting on all the apigations.

Table 5.2 summarizes important properties of the three disominative learning
methods proposed in this study as well as CRFs. All of these nthods optimize an
upper bound on the 0/1 loss function and enjoy the propertiesof discriminative learn-
ing methods, such as e cient and easy incorporation of overhpping features into the
model. They perform regularization by either adding a penaty term (CRFs), max-
imizing the margin (HM-SVMs) and the ensemble margin (Sequace Boost), or by
enforcing a Gaussian prior over the function space (GPSC). &uence Boosting pro-
vides sparse feature representations in the primal form, wareas HM-SVMs provide
sparse representation in the dual form in terms of support vetors. CRFs and GPSC
have the advantage of probabilistic interpretation. HM-SVMs and GPSC overcome
the limitations of parametric models by using kernels. The lasic computation block
of HM-SVM is the Viterbi decoding, whereas in the other modes Forward-Backward
algorithm is used to compute the expectations.
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CRF SBoost HM-SVM GPSC

Loss function Log Exp Hinge Log
Overlapping features Yes Yes Yes Yes
Regularization Penalty Ensemble margin| Margin | Gaussian prior
Feature sparseness No Yes No No
Probabilistic Semantics Yes No No Yes
Implicit features(kernels) No No Yes Yes
Computation Forw-Backw Forw-Backw Viterbi Forw-Backw

Table 5.2: Properties of discriminative label sequence leaing methods.
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Chapter 6

Conclusions and Future Work

In many real world problems, the goal is to predict best values for multiple inter-
dependent response variables. The guiding line of this thés was to generalize the
most competitive discriminative learning techniques to swch scenarios. We focused on
structures where response variables form a sequence and westricted ourselves to a
supervised classi cation framework. We presented three neel discriminative learning
techniques for the label sequence learning problem, namelygeneralization of boosting,
Sequence Boosting, a generalization of Support Vector Maghes, Hidden Markov Sup-
port Vector Machines, and a Gaussian Process formulation folabel sequence learning,
Gaussian Process Sequence Classi cation. The key idea ofdee methods is to learn a
(kernelized) linear discriminative function of a feature representation de ned over the
joint observation-label space. These methods optimize vaous loss functions that are
upper bounds on the zero-one loss which is NP complete to optiize. The discrimi-
native nature of these methods provide advantages over gerative methods, such as
HMMs.

Sequence Boosting, a generalization of Boosting to label gaence learning, is an
ensemble method optimizing an exponential loss function oBequences. It implicitly
minimizes the ensemble margin de ned over sequences. Takinadvantage of the con-
vexity of the exponential function, we de ned an e cient alg orithm that chooses the
best weak learner at each iteration by using the Forward-Bakward algorithm. Its
performance in accuracy is competitive with the state-of-he-art sequence model of
recent years, CRFs. As in standard AdaBoost, Sequence Bodafy induces sparse solu-
tions and therefore is preferable over CRFs or other sequercmethods, in case where
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e ciency during inference is crucial.

We presented a generalization of SVMs to label sequence leang problem, HM-
SVMs. They inherit the the maximum-margin principle and the kernel-centric approach
of SVMs. The training problem can be represented as a quadrat program and is expo-
nential in terms of the length of the sequence. We presentedraalgorithm that makes
use of the sparseness properties of the hinge loss and the wtture of the parameters.
This algorithm is proved to convergence in polynomial time n terms of the length of
the sequences. Experimental results show that the algoritm outperforms CRFs in
terms of accuracy and is computationally feasible.

We also investigated a Gaussian Process formulation for ladd sequence learning,
GPSC. This method combines the advantages of CRFs and HM-SVI, leading to a
kernel based sequence method with a probabilistic interpriation. The original training
problem which is exponential in the length of the sequence ise-parameterized so that
it scales only polynomially with the length of the sequence. We used sparse greedy
approximation methods in order to apply our approach to large scale problems. GPSC
achieved the best accuracy among the methods we have invegtited.

In this thesis, we focused on a sequence structure of intereppendent variables.
However, the methods presented here are exactly applicabte dependency structure for
which there is an e cient dynamic programming algorithm to ¢ ompute the best labeling
of the observations or to compute the expectations with respct to some parameter
settings. For example, results on parsing using HM-SVM algdthm have been published
in [Tsochantaridis et al., 2004].

Using this line of research as a foundation, one may investaje a variety of problems
on discriminative methods for graphical models.

The rst natural direction is extending the proposed methods to more general
graphs, for which computation of the best labeling or the su cient statistics exactly
is not tractable. One possible approach is to reformulate tle optimization problem as
an iterative search and update method using the ideas in [Cdihs and Roark, 2004] to
approximate the intractable computations.

A second exciting direction is pursuing a semi-supervisedrainsupervised approach
to discriminative graphical models as proposed by La erty & al. [2004]. There is an ex-
tensive literature on semi-supervised learning. The ideafrom the manifold techniques,
where the assumption is that similar observations should hae the same label, can be
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extended to inter-dependent multiple variables. There aredi erent settings of semi-
supervised learning in structured problems. There might bepartial or no labeling of
some subset of the training data. It might be also be the casehat some of the response
variables are never observed. An interesting instance of s a problem is a sequence
model where there is not a one-to-one mapping between the obssations and labels.
The correspondence between the observations and the respsm variables, commonly
called alignments, may never be observed. One can treat the alignments and theabels
as a joint structured response variable. Machine translatbn and pronunciation system
are possible applications of such problems.

The last, but not the least direction is the investigation of the kernel design for
applications with di erent characteristics. In kernel based methods, such as HM-SVM
and GPSC, the design of the kernel plays a crucial role for réhble inference. Hence, the
kernels should be tailored with respect to the characterisics of the problem. For exam-
ple, a kernel designed for NLP applications, where the segnmés within a sequence are
relatively short, is not appropriate for protein sequence gplications, where a sequence
usually consists of long segments of the same label.

The research on discriminative learning techniques for stuctured problems is still
in its early stages and is a promising and exciting eld of madine learning.
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Appendix A

Notation

n  Number of training instances

x' it observation sequence in the training set

x¢ Observation at the t! position in the sequencex

y  Label sequence, macro-label

y; Label at the t'" position, micro-label
Micro-label set

Y  Macro-label set

S Size of the micro-label set;j |

Length of x!
Feature representation (de ned jointly on x andy)
Attributes (de ned on  x)
k  Weight of feature
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Appendix B

Applications

B.1 Pitch Accent Prediction

The detection of prosodic characteristics is an important @apect of both speech syn-
thesis and speech recognition. Pitch Accent Prediction is e task of identifying more

prominent words in a sentence. The goal, then, is to label edcword in a sentence with

'A', accented, or 'N', not accented (j j = 2). Correct placement of pitch accents aids

in more natural sounding speech, while automatic detectionof accents can contribute
to better word-level recognition and better textual understanding.

Pitch accents are never absolute; they are relative to indiidual speakers, gender,
dialect, discourse context, local context, phonological rvironment, and many other
factors. Two of these factors are rhythm and timing. A word that might typically
be accented may be unaccented because the surrounding wordlso bear pitch accent.
Intonational phrase boundaries also a ect pitch accent: the rst word of intonational
phrases (IP) is less likely to be accented while the last woraf an IP tends be accented.
In short, accented words within the same IP are not independet of each other. Because
of this dependency, we model this problem as a label sequent@arning problem.

Previous work on pitch accent prediction, however, neglectd the dependency be-
tween the labels. Di erent machine learning techniques, seh as decision trees [Hirschberg,
1993], rule induction systems [Pan and Keown, 1999], baggin[Sun, 2002], boosting
[Sun, 2002] have been used in a scenario where the accent otleavord is predicted
independently. One exception to this line of research is theuse of Hidden Markov
Models (HMM) for pitch accent prediction [Pan and Keown, 1999, Conkie et al., 1999]
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Variable De nition Example
Unigram log p(w;) and, |

Bigram logp(w;jw; 1) | roughing it

Rev Bigram | logp(w;jw;+1) | rid of, wound up
Joint logp(w; 1;w;) | and I, kind of
Rev Joint logp(wi;wi+1) | and I, kind of

Table B.1: De nition of probabilistic variables.

where only acoustic cues or part of speech tags combined witlord frequency are used
as features.

As the methods proposed in this study are discriminative, o can use many di er-
ent incorporate that in uence pitch accent prediction in to the model. In particular, we
use probabilistic, syntactic, and phonological featuresm a sequence labelling setting.

The only syntactic category we used was a four-way classi ction for part of speech:
Function, Noun, Verb, Other, where Other includes all adjedives and adverbs.

The probabilistic variables we used were the unigram frequecy, the predictability
of a word given the preceding and following words, and the jait probability of a word
with the preceding and following word. Table B.1 provides the de nition for these, as
well as high probability examples from the corpus.

The phonological variables ranged from information regarihg the number of syl-
lables and phones of a word to information involving rhythm and timing, including
normalized word durations, speech rate, IP length and wherén the IP the target word
falls. We have also included variables such as surroundingguses and lled pauses.

The variable set includes:
Log of duration in milliseconds normalized by number of canaical phones
Number of canonical Syllables
Number of canonical and transcribed Phones

Log Speech Rate; calculated on strings of speech bounded oither side by pauses
of 300 ms or greater

The length of the IP

Preceding or following IP boundary
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Preceding or following pause
Preceding or following lled pause (uh, um)

Gregory and Altun [2004] gives a detailed explanation of masof the features ex-
tracted from the data.

The data for this study were taken from the Switchboard Corpus [Godfrey et al.,
1992] which consists of 2430 telephone conversations beweadult speakers (approxi-
mately 2.4 million words). Participants were both male and female and represented all
major dialects of American English. We used a portion of thiscorpus that was phonet-
ically hand-transcribed [Greenberg et al., 1996] and segnméed into speech boundaries
at turn boundaries or pauses of more than 500 ms on both sidesThis corpus con-
sists of 1824 fragments of seven words length on average. Aitidnally, each word was
coded for probabilistic and contextual information, such a word frequency, conditional
probabilities, the rate of speech, and the canonical pronuaiation [Fosler-Lussier and
Morgan, 1998].

We extracted observation-label features from a window of e f 1;3;5g centered
at the word to be labeled and extracted # order Markov features to capture the
dependencies between neighboring labels. Since our curteimplementation of CRF
and boosting only accepts categorical variables, all probilistic variables were binned
into 25 equal categories.

The experiments were run with 10-fold cross validation. In @der to adjust some
free variables, we extracted £10'th of the training data to use as development data.
We computed the baseline by simply assigning the most commotabel, unaccented.
The per-label accuracy was 60.53%. Previous research hasmenstrated that part of
speech and frequency, or a combination of these two, are verseliable predictors of
pitch accent. HMMs using these features achieved an accurgof 68.62%.

B.2 Named Entity Recognition

Named Entity Recognition (NER) is a subtask of Information E xtraction. The goal is
to nd the phrases that contain person, location and organization names, times and
guantities. Each word is tagged with the type of the name as well as itsposition in the
name phrase (i.e. whether it is the rst item of the phrase or not) in order to represent
the boundary information.
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We used three di erent feature sets:

S1 is the set of HMM-features, i.e. the features of the formiThe current word is
X and the current label is " and the features of the form\The previous label is

and the current label is

S2 consists ofS1 features and spelling attributes of the current word conjoned
with the current tags, e.g. "The current word capitalized and the current tag
is ". The list of the spelling attributes, which are mostly adapted from [Bikel
et al., 1999] are given in Table B.2.

S3 includes S2 features not only for the current word but also for the words
within a xed window of size w. An example of S3 features forw 3 is\The
previous word ends with a dot and the current tag is ".

Notice that S2 is an instance ofS3 wherew = 1.

We used a Spanish corpus which was provided for the Special &ton of CoONLL2002
on NER [Tjong Kim Sang, 2002]. The data is a collection of newswire articles and
is labelled for person, organization, location and miscedineous names. Thus, micro
label set consists of 9 labels: the beginning and continuadin of Person, Organization,
Location and Miscellaneousnames and nonname tags. By de nition, continuation of a
name type has to be preceeding by the beginning or the contiration of the same type.
We xed the value of the inter-label dependency features to sme value forcing such a
combination to be impossible. This value varied across opthization methods.

The training data consists of 7230 sentences of average lehg36 . We used
esp.testafor testing and esp.testbfor development purposes.

The best results reported on this data set is 78.47% on Fl-meare by [Carreras
et al., 2002], where separate recognition and classi catio modules are trained as well
as the use of POS tags and gazetteer features such as geogrimath names, surnames
and rst names. The results we report are signi cantly lower than this performance due
to these di erences. As our goal is not to induce the state-ofthe art classi er NER, but
rather comparte our methods wrt other classi ers, the current feature setting su ces

our needs.

1A weather report has been coded as a sentence of length 1238. W divided this sequence into
subsequences of average length 36 without dividing a name irto pieces.
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CUR WORD

SENT INI

TYPE FIRST LETTER

ENDINGS ONE

CAP INI SENT INI

CAP INI DOT END

CAP INI CONTAINS DOT

CAP INI CONTAINS HYPEN

CAP INI CONTAINS DIGIT
CONTAINS DOT CONTAINS DIGIT
CONTAINS DOT CONTAINS HYPEN
CONTAINS DIGIT CONTAINS HYPEN
ALL CAPS

CAP INI

CONTAINS DIGIT

DOT END

Table B.2: Observation attributes used in NER.

B.3 Part-of-Speech Tagging

We used the Penn TreeBank corpus for the part-of-speech tadgng experiments. This
corpus consists of approximately 7 million words of Part-ofSpeech tagged Wall Street
Journal articles. We used the standard experiment setup foPenn TreeBank: Sections
2-21 training, Sections 24 development, Section 23 testingThe observation attributes

consist of the ones in Table B.2 as well as some more spellingatures that were designed
speci cally for POS tagging task (Table B.3).
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ENDS WITH ING
ENDS WITH ED
ENDS WITH EN
ENDS WITH LY
ENDS WITH ER
ENDS WITH EST
ENDS WITH TH
BEGINS WITH WH

Table B.3: More observation attributes used in POS.
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