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Québec, Canada

Mario Marchand
mario.marchand@ift.ulaval.ca
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Abstract

The holdout estimation of the expected loss of a model is biased and noisy. Yet,
practicians often rely on it to select the model to be used for further predictions.
Repeating the learning phase with small variations of the training set, reveals a
variation on the selected model which then induces an important variation of the
final test performances. Thus, we propose a small modification to the k-fold cross-
validation that greatly enhances the generalization performances of the final pre-
dictor. Instead of using the empirical average of the validation losses to select a
single model, we propose to use bootstrap to resample the validation losses (with-
out retraining). The variations in the selected models induce a posterior distribu-
tion that is then used for model averaging. Comparing this novel approach to the
classical cross-validation on 38 datasets with a significance test, shows that it has
higher generalization performance with probability over 0.9.

1 Introduction

In this paper, we work in the inductive learning paradigm where a taskD corresponds to a probability
distribution over X × Y , the input-output space. Given a training set S ∼ Dm, our objective is to
find, among a set of hypothesisH, a function h? : X → Y that minimizes the expected loss RD(h),
where RD(h) def= E

x,y∼D
l (h(x), y) and where l : Y × Y → R is the loss incurred when h predicts

h(x) while the true output for x is y.

Since we only observe S ∼ Dm and not D, it is generally not possible to obtain h? with finite
values of m. For a given x, Bayes’ decision theory suggests to use y? = argmin

ŷ∈Y
E

y∼Pr(·|x,S)
l (ŷ, y),

where Pr (y|x, S) = E
h∼Pr(·|S)

Pr (y|h, x) and where Pr (h|S) is obtained using Bayes’ update rule

with a prior P (h) over H. Since |H| is either infinite or too large to be computationally tractable
for most practical applications, the community of machine learning has been concerned in find-
ing efficient algorithms for some subsets of H that exhibit certain mathematical properties. Let
γ ∈ Γ be a tuple of hyper-parameters describing a particular model. Then, using model averag-
ing, we can factorize the problem and combine all learning algorithms of interest : Pr (y|x, S) =

E
γ∼Pr(·|S)

E
h∼Pr(·|S,γ)

Pr (y|h, x) = E
γ∼Pr(·|S)

Pr (y|x, S, γ) , where Pr (γ|S) ∝ Pr (S|γ) Pr (γ). Note

here that Pr (S|γ) = E
h∼Pr(·|γ)

P (S|h) and is known as the marginal likelihood. Thus, we only need

to specify a prior Pr(γ) over the different learning algorithms we want to use and average over the
different models produced. While this approach is appealing and has been useful in several practical
applications, it has a few major drawbacks. For instance, many important learning algorithms do not
have a Bayesian flavor and do not provide a means for computing the marginal likelihood. When it
does, it often carries an unappealing computational burden. Also, as argued in [Wah90] Sec. 4.8, this
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approach is often a victim of model misspecification. Meaning that when P (γ) or P (h|γ) doesn’t
reflect the task’s structure, the final estimator is likely to be suboptimal. For these reasons, it is
common to use some form of cross-validation to be able to estimate the expected loss for each indi-
vidual model and select the most promising one. However, most cross-validation approaches yield
a biased and noisy estimation of the expected loss on which we rely to select a single model. To
overcome these limitations, in this work, we combine the advantages of both approaches by using
holdout methods for estimating a model-free posterior distribution Pr(γ|S) over the model space Γ.

2 Uncertainty in the Holdout Estimation of the Expected Loss

A learning algorithm, parametrized by hyper-parameters γ, can be seen as a function Aγ that,
given a training set S, returns a hypothesis h : X → Y . Let Lγ be the expected loss defined as
L(γ) def= E

S∼Dm
RD(Aγ(S)). Then, the goal of model selection is to find the model γ that produces

the classifier with the smallest expected loss, L(γ), on task D using m training samples. The k-
fold cross-validation estimates this expected loss using L̂k(γ) def= 1

k

∑k
i=1RVi

(
Aγ
(
S̃i

))
, where

{V1, V2, . . . , Vk} is a partition of S, |Vi| ≈ m
k and S̃i

def= S \ Vi. However, repeating the experi-
ment while applying some small perturbations on S yields an important variation on the choice of
γ̂ def= argmin

γ∈Γ
L̂k(γ) and an even more important variation on the expected loss of the final classifier

on the test set RT (Aγ̂(S)), where T ∼ Dn. This indicates that only selecting one γ̂ is suboptimal
and that model averaging is likely to improve generalization performances.

Let (xj , yj) be the jth sample of S and let hγ,j\ be the classifier that was trained using S̃i, the
sub training set not containing the jth sample. Then, we can define the collection of losses by
lγ,j

def= l(hγ,j\(xj), yj). With the Bayesian point of view, the collection of expected losses LLL def=
(L(γ1),L(γ2), . . .) is a multivariate random variable and the observations are the lγ,j . Thus, with
a prior over lγ,j , we can obtain a posterior distribution Q for LLL over R|Γ|. With this in mind, we
can now define the posterior distribution Pr(γ|S) as being the probability that γ is the best model
among all candidates according to the posterior Q.

For example, let’s suppose that we only have two different models, Γ = {γ1, γ2} and let’s suppose
that Q is simply the product of two independent normal distributions where µ1 is smaller than µ2.
This means that the classical cross-validation approach would select γ1 since the average expected
loss is smaller. However, when sampling (L(γ1),L(γ2)) ∼ Q, a certain fraction of the samples will
correspond to the event L(γ1) < L(γ2) while the rest will correspond to the converse. Thus, the
probability of these two events defines Pr(γ1|S) and Pr(γ2|S) respectively. When more training
data becomes available, the variance of both distribution decreases. This allows to narrow down
which one is actually the true best. However, with a fixed amount of samples, we have to deal with
the uncertainty; thus, performing model averaging.

2.1 Estimating Pr(γ|S)Pr(γ|S)Pr(γ|S) with Bootstrap

Up to now, we’ve been supposing that the posterior distribution Q was given and that we could
sample from it. Unfortunately, there are several dependencies induced when training and testing
different models with the same dataset. This prevents us from factorizingQ into independent simple
models, yielding a complex posterior to deal with. To simplify this problem, we will use the boot-
strap method [Efr79] designed for evaluating the uncertainty of an estimator. It has been shown by
Rubin [Rub81] that the Bayesian bootstrap, a smoothed version of Efron’s bootstrap, is equivalent
to performing Bayesian inference with a Dirichlet prior of parameter (0, 0, . . . , 0).

For conveniences, in this work, we will use the original bootstrap scheme. However, we still
have to deal with the dependencies induced during cross validation. To do so, we consider
lj

def=
(
lγ1,j , lγ2,j , . . . , lγ|Γ|,j

)
as being one sample. Thus, the collection of {lj}mj=1 represents the

set of samples that we have for estimating Q. Unfortunately, there are still dependencies among
these samples and taking them into account presents a great challenge [BG04]. To be able to move
forward, we will suppose that this only affects the effective sample size, i.e., we will suppose that
we have m′ < m i.i.d. samples. Finally, to estimate Pr(γ|S), we sample with replacement from
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{lj}mj=1 to produce
{̃
lj

}m′
j=1

and we use it to estimate the proportion of the time that L̂(γ) has

the smallest value, where L̂(γ) def=
∑m′

j=1
1
m′ l̃γ,j . This procedure is expressed more formally in

Algorithm 1.

Algorithm 1 ESTIMATE POSTERIOR( observations {lj}mj=1, number of samples N )

Initialize pγ ← 0 ; ∀γ ∈ Γ
for i = 0 to N do

Sample with replacement a new set
{̃
lj

}m′
j=1

from the original set {lj}mj=1

L̂(γ)←∑m
j=1

1
m l̃γ,j ;∀γ ∈ Γ

γ? ← argmin
γ∈Γ

L̂(γ) {If there are more than one γ?, select one at random}

pγ? ← pγ? + 1
N

end for

2.2 Combining Decorrelated Models

An interesting side effect of using this approach for model selection is that it tends to favor models
that are decorrelated from each other while keeping a high weight to models with small expected
losses. The main reason for this behavior comes from taking into account the correlation between
models during estimation of the posterior. To understand how this happens, let’s look at Table 1.
It shows the lγ,j values of a toy example for 5 models tested on 3 samples with the zero-one loss.
In this example, each model is performing only one mistake. This implies that naively producing
a probability distribution using the individual expected risk would give a uniform distribution over
these 5 models. In this regime, more than 50% of the mass is attributed to a combination of the
first three models which tends to predict the same answer. This implies that whenever these 3 mod-
els agree on a test sample, the other two models are powerless in the majority vote. On the other
hand, looking at the estimation of P (γ|S) using the bootstrap resample in the last column shows
that much less mass is attributed to the correlated classifiers. This comes from the fact that when
they are selected as being the best, only one of them will get the credit. Finally, at prediction time,
the combination of models will have higher chances to cooperate for producing a more reliable pre-
diction. This side effect turns out to be really important in the situation where a learning algorithm
with no hyperparameter is combined with the grid evaluation of some useless hyperparameters of a
second learning algorithm. If the first learning algorithm is complementary and has a performance
similar to the second one, it will end up having a significant weight in the final majority vote.

There are also several studies discussing the importance of having decorrelated voters in a majority
vote. Possibly the most notable is the work of Breiman [Bre01] which achieves great generalization
performances by simply generating decision trees that are as diversified as possible while having in-
dividually low expected loss on the training set. Also, Laviolette et al. [LMR11], achieve impressive
results by maximizing the decorrelation of voters, using a PAC-Bayes bound.

2.3 Producing the Final Predictor

Once the posterior P (γ|S) is obtained, different methods can be used to produce the final predictor:

Predictor Weighting The straightforward approach is to retrain each model with the full training
set and to obtain the set of predictors hγ,S

def= Aγ(S). In this way, the final predictions can be made
according to Pr(y|x, S) =

∑
γ∈Γ P (γ|S)I (hγ,S(x) = y), where I(a) takes 1 if a is true and 0

otherwise. One interesting aspect of this approach is that most of the weight is attributed to the first
few predictors. This means that, at prediction time, for classification tasks, one can obtain a very
high confidence on y after querying just the first few predictors and stopping when there are almost
no chances of changing the prediction with the remaining probability mass. This yields a predictor
almost as fast as using a single one.

Bootstrap Model Aggregating Another approach, which may yield a greater diversity amongst
the predictors, is to sample γi from Pr(γi|S) for i ∈ {1, 2, . . . , N}. Next, resample a new training
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set S′ using the bootstrap approach to produce a collection of voters hγi,S′i = Aγi (S′
i). Then, the

prediction is done using Pr(y|x, S) ≈∑N
i=1

1
N I
(
hγi,S′i(x) = y

)
.

3 Experiments

l1 l2 l3 P (γ|S)
γ1 1 0 0 0.136
γ2 1 0 0 0.136
γ3 1 0 0 0.136
γ4 0 1 0 0.295
γ5 0 0 1 0.295

Table 1: Toy example showing the
lγ,j values for |Γ| = 5 and m = 3
with the zero-one loss. The last col-
umn gives P (γ|S) for each model.
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Figure 1: Results showing the probability that the Predictor Weight-
ing (PW) approach is better than the Classical Cross Validation
(CCV), using the Poisson binomial test. ρ def= |S|/(|S| + |T |) de-
termines the amount of samples taken from the original dataset to pro-
duce the training set S. The rest is used for building the test set T .

While the Bootstrap Model Aggregating approach (Section 2.3) should provide slightly better re-
sults, to fairly compare with the classical cross-validation (CCV), we will focus on the Predictor
Weighting (PW) approach. In order to be able to determine if PW is providing an improvement over
CCV, we use the Poisson binomial test, proposed by Lacoste et al. [LLM]. Using a collection of
datasets called a context, this test provides a probabilistic answer to the question “Does algorithm
PW have higher probability of producing a better predictor than algorithm CCV in the given con-
text?” denoted by Pr (PW � CCV|W), where W represents the context. This achieves the same
goal as the sign test and the Wilcoxon signed rank test but has been proven to be more reliable for
machine learning algorithm comparison.

To obtain a substantial collection of datasets, we use a modified version of the AYSU collection
[USYA09], coming from the UCI and the Delve repositories. The modifications include adding
MNIST and removing a few datasets that are either trivial like mushroom or overly noisy like haber-
man. They were removed because, by their nature, they have no discriminative value. We also
converted the multiclass datasets to binary classification by either merging classes or selecting pairs
of classes. The resulting context contains 38 datasets.

The set Γ of models used in this experiment is a combination of SVMs and Artificial Neural Net-
works (ANN) with several variants of hyperparameters. For SVM, we searched a 20 × 20 grid of
different values for the soft-margin parameter and the width of the RBF kernel. For ANN, we used a
20×10 grid of values for the weight regularization parameter and the number of neurons on the first
layer 1, ranging from 3 to 100. Finally, all evaluations are performed using 10-fold cross-validation.

The results of the tests are displayed in Figure 1. Each point on the graph represents
Pr (PW � CCV|AYSU). Since all points are above the 0.5 line, this means that our method strictly
enhances the performances. The horizontal axis represents the effective sample size ratio m′

m used to
determine the number of bootstrap samples (Section 2.1). The different traces correspond to differ-
ent splitting ratio, ρ, between the training set S and the testing set T , kept for the Poisson binomial
test, where ρ def= |S|

|T |+|S| . The performances obtained for ρ = 0.5 are quite impressive. They show
that, with a probability greater than 0.9, the PW model selection strategy outperforms the classical
cross validation. Finally, exploring for a decreasing size of S shows that choosing an effective sam-
ple ratio around 1 might not yield the best results. Rather, one should select an effective sample ratio
ranging from 0.4 to 0.7.

1The number of neurons on the second layer is fixed to the square root of the number on the first layer.
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