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Abstract

This paperstudieghedatalocality of thework-stealingschedulingalgo-
rithm on hardware-controlledhared-memorynachineswheremovement
of datato andfrom the cacheis solely controlled by the hardware. We
presentower andupperboundson the numberof cachemissesvhenusing
work stealing,andintroducea locality-guidedwork-stealingalgorithmand
its experimentalalidation.

As alowerboundwe shav thatawork-stealingapplicationthatexhibits
gooddatalocality onauniprocessomayexhibit poordatalocality onamul-
tiprocessarIn particular we shov a family of multithreadedcomputations
G, whosemembersgperform®(n) operationgwork) andincur a constant
numberof cachemisseson a uniprocessqrwhile even on two processors
the total numberof cachemissessoarsto ©2(n). On the other hand,we
shav atight upperboundonthe numberof cachemisseghatnested-parallel
computationsa large,importantclassof computationsincur dueto multi-
processingln particular for nested-paralledomputationsye shav thaton
P processoramultiprocessoexecutionincursanexpected) (C[ %] PT)
moremisseghanthe uniprocessoexecution.Herem is the executiontime



of aninstructionincurringa cachemiss, s is the stealtime, C' is the sizeof
cache,andT,, is the numberof nodeson the longestchain of dependen-
cies.Basednthis we give strongexecutiontime boundgor nested-parallel
computationsisingwork stealing.

For the secondpart of our results,we presenta locality-guidedwork
stealingalgorithmthatimprovesthe datalocality of multithreadecdcompu-
tationsby allowing a threadto have an affinity for a processarOur initial
experimentson iterative data-parallebpplicationsshav that the algorithm
matcheghe performanceof static-partitioningundertraditionalwork loads
but improvesthe performanceip to 50% over staticpartitioningundermul-
tiprogrammedvork loads. Furthermorethe locality-guidedwork stealing
improvesthe performancef work-stealingup to 80%.

1 Introduction

Mary of today’s parallel applicationsuse sophisticated,rregular algorithms
which are bestrealizedwith parallel programmingsystemsthat supportdy-
namic,lightweightthreadssuchasCilk [8], Nesl[5], Hood[10], andmary oth-
ers[3,16,17,21,32]. Thecoreof thesesystemss athreadschedulethatbalances
loadamongthe processegoperating-system-el threadsor virtual processors).
In additionto a good load balance,however, good datalocality is essentiain
obtaininghigh performancdrom modernparallelsystems.
Severalresearchelave studiedtechniqueso improvethedatalocality of mul-
tithreadegrograms Oneclassof suchtechniquess basedn software-controlled
distribution of dataamongthe local memoriesof a distributed sharedmemory
system[15, 22, 26]. Anotherclassof techniqueds basedon hints suppliedby
the programmerso that “similar” tasksmight be executedon the sameproces-
sor [15, 31, 34]. Both theseclassesof techniquegely on the programmeror
compilerto determinethe dataaccessatternsin the program,which may be
very difficult whenthe programhascomplicateddataaccespatterns Perhapshe
earliestclassof techniquesvasto attemptto executethreadghatareclosein the
computatiorgraphonthesameprocessofl, 9, 20,23, 26, 28]. Thework-stealing
algorithmis the moststudiedof thesetechnique$9, 11, 19, 20, 24, 37, 36]. Blu-
mofe et al shaved that fully-strict computationsachiere a provably good data
locality [7] whenexecutedwith the work-stealingalgorithmon a dag-consistent
distributedsharedmemorysystems.In recentwork, Narlikar shaved that work
stealingimprovesthe performanceof space-dicient multithreadedapplications
by increasingthe datalocality [29]. None of this previous work, however, has
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studiedupperor lower boundson the datalocality of multithreadedcomputations
executedon existing hardware-controlledharednemorysystemswheremove-
mentof datato andfrom the cachas solely controlledby the hardware.

In this paper we presenttheoreticaland experimentalresultson the datalo-
cality of work stealingon hardware-controlledharednemorysystemgHSMSS).
Ourfirst setof resultsareupperandlower boundson thenumberof cachemisses
in multithreadeddomputationgxecutedoy thework-stealingalgorithm.Consider
amultithreadeccomputatiorwith 7' work (total numberof instructions)and”,,
critical path (longestsequencef dependencies)Let M, (C') denotethe number
of cachemissedn the uniprocessoexecutionand Mp(C') denotethe numberof
cachemissesin a P-processoexecutionof the computationwith work stealing
onanHSMSwith cachesizeC'. We show thefollowing:

e Lower boundson thenumber of cachemissesfor general computations:
We show thatthereis a family of computations~, with 7} = ©(n) such
that A/, (C) = 3C while even on two processorshe numberof misses
My (C) = O(n).

e Upper bounds on the number of cache misses for nested-parallel com-
putations: For a nested-parallecomputation,we shaov that Mp(C') <
M,(C) + 2C, wherer is the numberof stealsin the P-processorexe-
cution. We thenshaw thatthe expectednumberof stealsis O([ % | PT1..),
wherem is thetime for acachemissands is thetime for a steal.

e Upper bound on the execution time of nested-parallel computations:
We shaw thatthe expectedexecutiontime of a nested-paralletomputation
on P processorss O(T) i [m] O T, + (m + s)T..), whereT1 (C) is
theuniprocessoexecutiontime of the computatiorincludingcachemisses.

As in previous work [6, 9], we representn multithreadedcomputationas a
directed,agyclic graph(dag) of instructions. Eachnodein the dagrepresents
singleinstructionandthe edgesepresenbrderingconstraints A nested-parallel
computation5, 6] is definedasa race-freecomputatiorthatcanbe represented
with aseries-parallelag[33]. Nested-parallssomputationss animportantlarge
classof computationsjncluding computationsonsistingof parallelloops and
fork andjoins andary nestingof them.For example,mostcomputationghatcan
be expressedn Cilk [8], andall computationghat canbe expressedn Nesl|[5]
arenested-parallatomputationsOur resultsshav that nested-paralleatomputa-
tionshave muchbetterlocality characteristicanderwork stealingthandogeneral
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Figurel: Thespeedumbtainedoy threedifferentover-relaxationalgorithms.

computations\We alsobriefly consideranotherclassof computationscomputa-
tionswith futures[12, 13,14, 20, 25|, andshaw thatthey canbeasbadasgeneral
computations.

Thesecondgartof ourresultsareonfurtherimproving thedatalocality of mul-
tithreadedcomputationsvith work stealing.In work stealing,a processostealsa
threadfrom arandomly(with uniformdistribution) chosemprocessowhenit runs
out of work. In certainapplicationssuchasiterative data-parallebpplications,
randomstealsmay causepoor datalocality. We introducethe locality-guided
work stealingto remedythis. Locality-guidedwork stealingis a heuristicmod-
ification to work stealingthat allows a threadto have an affinity for a process.
In locality-guidedwork stealing,whena processgives priority to a threadthat
hasaffinity for the process.Someof the techniqueshatresearchersuggesfor
improving datalocality can be realizedwith locality-guidedwork stealing. For
example,the programmeican achiese aninitial distribution of work amongthe
processesr schedulghreadsasedon hintsby appropriatelyassigningaffinities
to threadsn thecomputation.

Our preliminaryexperimentswith locality-guidedwork stealinggive encour
agingresults,shaving thatfor iterative, data-parallebpplicationsthe perform-
anceis very closeto that of staticpartitioningin dedicatednode(i.e. whenthe



usercanlock down a fixed numberof processors)hut doesnot suffer a perform-
ancecliff problem[10] in multiprogrammeadnode(i.e. whenprocessorsightbe
takenby otherusersor theOS).Figurel shavs agraphcomparingwvork stealing,
locality-guidedwork stealing,andstaticpartitioningfor a simpleover-relaxation
algorithmon a 14 processoSunUltra Enterprise.The over-relaxationalgorithm
iteratesover a 1 dimensionakrray performinga 3-point stencilcomputationon
eachstep.Sincethedatain thedepictedexperimentdoesnotfit into theL2 cache
of one processolbut fits into the collective L2 cacheof 6 or more processors,
we obsene superlineaspeedupsor staticpartitioningandlocality-guidedwork
stealing.For this benchmarkhefollowing canbe seenfrom thegraph.

1. Locality-guidedwork stealingdoessignificantlybetterthanstandardvork
stealingsinceon eachstepthe cacheis pre-warmedvith the dataaccessed
in thestep.

2. Locality-guidedwork stealingdoesapproximatelyas well as static parti-
tioningfor upto 14 processes.

3. Whentrying to schedulanorethanl4 processeen 14 processorstaticpar
titioning exhibits a seriousperformancedrop (the performancecliff prob-
lem). Theinitial dropis dueto loadimbalancecausedy thecoarse-grained
partitioning. The performancethen approacheshat of work stealingas
the partitioning getsmore fine-grained. On the other hand, the locality-
guidedwork-stealingcontinuesto performwell even underhighly multi-
programmeadvorkloads.

We areinterestedn the performancef work-stealingcomputation®nhardware-
controlledsharedmemory(HSMSs). We modelan HSMS asa group of identi-
cal processorsonnectedhroughaninterconnecto eachotherandto a memory
sharedoy all processorsin addition,eachprocessohasits own cachecontaining
C' blocksandis managedy the memorysubsystenautomatically We allow for
a variety of cacheorganizationsandreplacemenpolicies,includingboth direct-
mappedandassociatie caches.We assigna sener processwith eachprocessor
andassociateéhe cacheof a processowith its sener process.Onelimitation of
ourworkis thatwe assumehatthereis no falsesharing.



2 Reated Work

As mentionedin Sectionl, thereare three main classesf techniqueghat re-
searchersave suggestedo improve the datalocality of multithreadegrograms.
In thefirst class the programdatais distributedamongthe nodesof a distributed
shared-memorgystemby the programmerand a threadin the computationis
scheduledn the nodethat holdsthe datathat the threadaccesseg§l5, 22, 26].
In the secondclass,data-localityhints suppliedby the programmerare usedin
threadscheduling[15, 31, 34]. Techniquedrom both classesare employedin
distributedsharedmemorysystemssuchas COOL and lllinois Concert[15, 22]
andalsousedto improve the datalocality of sequentiaprogramgq31]. However,
thefirst classof techniqueslo not apply directly to HSMSs,becauséHSMSsdo
notallow softwarecontrolleddistribution of dataamongthecachesFurthermore,
both classeof techniquesely on the programmeto determinethe dataaccess
patternsn the applicationandthus,maynot be appropriatdor applicationswith
complex data-accesgatterns.

Thethird classof techniqueswhichis basedon executionof threadghatare
closein thecomputatiorgraphonthe sameprocessis appliedin mary scheduling
algorithmsincluding work stealing[1, 9, 23, 26, 28, 19]. Blumofe et al shaved
boundson the numberof cachemissesn a fully-strict computationexecutedby
the work-stealingalgorithmunderthe dag-consistendistributedshared-memory
of Cilk [7]. Dagconsisteng is a relaxed memory-consisterycmodelthatis em-
ployedin thedistributedshared-memorymplementatiorof the Cilk languageln
a distributed Cilk application,processemaintainthe dagconsisteng by means
of the BACKER algorithm. In [7], Blumofe et al boundthe numberof shared-
memorycachemissesn a distributedCilk applicationfor cacheghatare main-
tainedwith the LRU replacemenpolicy.

3 TheModd

In this section,we presenta graph-theoretianodel for multithreadedcompu-
tations, describethe work-stealingalgorithm, define series-parallend nested-
parallelcomputationsindintroduceour modelof anHSMS (Hardware-controlled
Shared-Memonpystem).

As with previouswork [6, 9] we represents multithreadeccomputatiorasa
directedagyclic graph,adag, of instructiongseeFigure2). Eachnodein thedag
representganinstructionandthe edgesrepresenbrderingconstraints.Thereare
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Figure2: A dag(directedagyclic graph)for amultithreadedomputationThreads
areshavn asgrayrectangles.

threetypesof edgescontinuation,spavn, anddependencedges.A threadis a
sequentiabrderingof instructionsandthe nodesthat correspondso the instruc-
tionsarelinked in a chainby continuation edges.A spawnedgerepresentshe
creationof a new threadandgoesfrom the noderepresentingheinstructionthat
spavns the new threadto the noderepresentinghe first instructionof the new

thread.A dependencgdgefrom instruction: of athreadto instruction; of some
otherthreadrepresents synchronizatiorbetweerntwo instructionssuchthatin-

struction; mustbe executedafter:. We drav spavn edgeswith thick straight
arronvs, dependencedgeswith curly arrovs andcontinuationedgeswith straight
arrows throughouthis paper Also we shav pathswith wavy lines.

We definethe depthof a nodeu asthe numberof edgeson the shortesipath
fromtherootnodeto «. Let v andv beary two nodesn adag. Thenwe call v an
ancestorof v, andv adescendandf v if thereis a pathfrom « to v. Any nodeis
its descendarindancestarWe saythattwo nodesarerelativesif thereis a path
from oneto the other otherwisewe saythatthe nodesareindependent We call
acommondescendany of v andv a mergerof v andv if the pathsfrom « to y
andv to y have only y in common. We definethe leastcommonancestorof «
andv astheancestoof both« andv with maximumdepth. Similarly, we define
the greatestcommondescendanbf « andv, asthe descendanvf both« andwv
with minimum depth. An edge(u, v) is redundantif thereis a pathbetweenu
andv thatdoesnot containthe edge(u, v). Thetransitive reductionof a dagis
thedagwith all theredundanedgesemorved. In atransitve reductionof a dag,
thechildrenof a nodeareindependenbecaus®therwisethe edgefrom thenode
to onechild is redundant.



In this paperwe areonly concernedvith the transitve reductionof the dags.
We alsorequirethatthe dagshave a singlenodewith in-degree0, theroot, anda
singlenodewith out-degree0, thefinal node. For a computationwith anassoci-
ateddag, we definethe computationalwork, 7}, asthe numberof nodesin
andthecritical path, 7., asthenumberof nodesonthelongestpathof .

In amultiproces®xecutionof amultithreadedomputationindependemodes
canexecuteat the sametime. If two independenhodesreador modify thesame
data,we saythatthey areRR or WW sharingrespectrely. If onenodeis reading
andthe otheris modifying the datawe saythey are RW sharing. RW or WW
sharingcancausealataracesandtheoutputof acomputatiorwith suchracesusu-
ally depend®n the schedulingof nodes.Suchracesaretypically indicative of a
bug[18]. We referto computationghatdo not have ary RW or WW sharingas
race-freecomputationsin this papemwe consideronly race-freecomputations.

Thework-stealingalgorithmis athreadschedulinglgorithmfor multithreaded
computationsTheideaof work-stealingdatesbackto theresearclof Burtonand
Sleeg11] andhasbeenstudiedextensvely sincethen[2, 9, 19, 20, 24, 37, 36]. In
the work-stealingalgorithm,eachprocessnaintainsa pool of readythreadsand
obtainswork from its pool. Whenaprocesspavnsanew threadthe processadds
the new threadinto its pool. Whena procesgunsout of work andfindsits pool
empty it choosesrandomprocessasits victim andtriesto stealwork from the
victim’s pool.

In our analysis,we imaginethe work-stealingalgorithm operatingon indi-
vidual nodesin thecomputatiordagratherthanonthethreads Considera multi-
threadedomputatiorandits executionby thework-stealingalgorithm.We divide
the executioninto discretetime stepssuchthatat eachstep,eachprocesss either
working on a node,which we call the assignednode or is trying to stealwork.
Theexecutionof a nodetakesl time stepif thenodedoesnotincuracachemiss
andm stepstherwise We saythata nodeis executedatthetime stepthata proc-
esscompletesexecutingthe node. The executiontime of a computationis the
numberof time stepsthatelapsebetweerthe time stepthata processstartsexe-
cutingtheroot nodeto thetime stepthatthefinal nodeis executed.Theexecution
schedulespecifiegheactvity of eachprocessat eachtime step.

Duringtheexecution,eachprocessnaintainsadequgdoublyendedjueuepof
readynodeswe call theendsof a dequethetop andthebottom Whenanode,u,
is executedjt enablesomeothernodev if « is thelastexecutedparentof v. We
call theedge(u, v) anenablingedgeandu the designatedparentof v. Whena
proces®xecutesanodethatenable®thernodespneof theenablechodesbecome
theassignedhodeandthe procesgpushegherestontothe bottomof its deque.If
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Figure 3: lllustratesthe recursve definition for series-paralletlags. Figure (a)
is the basecase figure (b) depictsthe serial,andfigure (c) depictsthe parallel
composition.

no nodeis enabledthenthe processbtainswork from its dequeby removing a
nodefrom thebottomof thedeque.If a procesdindsits dequeempty it becomes
a thief and stealsfrom a randomlychosenprocessthe victim. This is a steal
attemptandtakesat leasts andat mostks time stepsfor someconstant > 1 to
complete.A thief processnight makemultiple stealattemptseforesucceeding,
or might never succeed Whena stealsucceedsthe thief processstartsworking
onthestolennodeat the stepfollowing the completionof the steal.We saythata
stealattemptoccursatthe stepit completes.

Thework-stealingalgorithmcanbeimplementedn variousways.We saythat
animplementatiorof work stealings deterministicf, when&eraprocesenables
multiple nodes,saynodesl, 2. .. n, the implementatioralwayschooseghe :th,
for somefixed:, asthe assignedhodeof the next step,andthe remainingnodes
arealwaysplacedin thedequein thesameorder In this paper we areinterested
in deterministicwork-stealingimplementation.This restrictionis necessaryor
our bounds,becausejn a nondeterministiamplementationtwo executionsof
the samecomputationcanexhibit arbitrarily differentlocality dependingon the
nondeterministichoiceghateachprocessnakesvhenexecutingnodes.

This mustbe true for both multiprocessanduniprocessxecutions.We refer
to a deterministicimplementatiorof the work-stealingalgorithm togetherwith
theHSMSthatrunstheimplementatiorasawork stealer For brevity, wereferto
anexecutionof a multithreadeccomputatiorwith a work stealerasanexecution
We definethetotal work asthe numberof stepstakenby a uniproces®xecution,
includingthecachemissesanddenotet by 7;(C'), whereC' is thecachesize. We
denotethe numberof cachemissesn a P-processxecutionwith C'-block caches
asMp(C'). We definethe cacheoverheadof a P-processxecutionas Mp(C') —
M,(C), whereM,(C) is thenumberof missedn the uniprocesxecutiononthe
samework stealer



We referto a multithreadedcomputatiorfor which the transitive reductionof
the correspondinglagis series-parallel33] asa series-parallecomputation A
series-paralletag G(V, E) is a dagwith two distinguishedvertices,a source
s € V andasink, ¢t € V andcanbedefinedrecursvely asfollows (seeFigure3).

e Base:( consistof asingleedgeconnectings to ¢.

e SeriesComposition:GG consistf two series-paralleflagsG, (V1, £;) and
G2(Va, E5) with disjointedgesets,F, N £, = (), suchthats is the source
of GG1, t is the sink of (; andthe sourceof (=3, andw is the sink of (7;.
Moreover Vi NV, = {t}.

e Parallel CompositionThegraphconsist®f two series-paralledags; (V1, F1)
andG,(Va, Ey) with disjointedgessets,k; N E, = (), suchthats and¢ are
the sourceandthesink of bothG; andG;. Moreover Vi NV, = {s,t}.

A nested-parallecomputations arace-freeseries-paralletomputatior{6].

We alsoconsidemultithreadecdcomputationghatusefutures[12, 13, 14, 20,
25]. The dagstructuresof computationswith futuresare definedelsavhere[4].
Thisis asuperclassf nested-paralledomputationshut still muchmorerestrictve
thangeneratomputationsThework-stealingalgorithmfor futuresis arestricted
form of work-stealingalgorithm,whereaprocesstartsexecutinganewly created
threadimmediately puttingits assignedhreadontoits deque.

In our analysiswe considerseseral cacheorganizatiorandreplacemenpoli-
ciesfor anHSMS.We modela cacheasa setof (cache)ines, eachof which can
hold the databelongingto a memoryblock (a consecutie, typically small,region
of memory).Oneinstructioncanoperateon at mostonememaoryblock or aline.
We say that an instructionaccesses line whenthe instructionreadsor modi-
fiestheline. We saythataninstructionoverwritesa line / whenthe instruction
accessesomeotherblock thatis broughtto line / in the cache. We saythata
cachereplacemenpolicy is simpleif it satisfiesdwo conditions. First the policy
is deterministic. Secondwheneer the policy decidesto overwrite a cacheline,
[, it makesthedecisionto overwrite/ by only usinginformationpertainingto the
accessethataremadeafterthelastaccesso /. We referto acachemanageavith
asimplecache-replacemepblicy asasimplecache.Simplecachesandreplace-
mentpoliciesare commonin practice. For example,least-recentlyused(LRU)
replacemenpolicy, directmappedcachesandsetassociatie cachesvhereeach
setis maintainedby a simplecachereplacemenpolicy aresimple.

In regardsto the definitionof RW or WW sharing,we assumehatreadsand
writes pertainto the whole block (line). This meanswe do not allow for false
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sharing—whertwo processesiccessinglifferentportionsof a block invalidate
the block in eachother’ s caches.In practice,false sharingis anissue,but can

oftenbeavoidedby a knowledgeof underlyingmemorysystemandappropriately
paddingthesharediatato preventtwo processeBom accessinglifferentportions
of thesameblock.

4 General Computations

This sectionestablishethelowerboundfor thedatalocality of work stealing.We
shaw thatthecacheoverheadf amultiprocesxecutionof ageneratomputation
canbelargeeventhoughtheuniprocesgxecutionincursasmall,constanhumber
of misses. Furthermorewe demonstrate similar resultfor computationswith
futures.

Theorem 1 Thekeis a family of computations
{G, :n=kC, forke Z1}

with O(rn) computationalwork, whoseuniprocessexecutionincurs 3C' misses
while any 2-processexecutionof the computationincurs 2(rn) misseson a work
stealerwith a cadhesizeof C', assuminghat .S = O(C'), whee S is themaximum
stealtime

Proof:

Figure4 shaws the structureof a dag,G4¢ for n = 4C. Thenodesarenum-
beredin the orderof a uniprocessxecution. Node 1 representa sequencef
25 instructionsvhereasll theothernodesepresenasequencef C' instructions
accessing setof C' distinctmemoryblocks. Thenodesthataccesshe sameset
of blocksareshadedwith the sametoneandary otherpair of nodesaccesswo
disjoint setsof blocks.In auniprocesgxecution,node0, node2 andnode9 each
causeC’ missesandtherefore the total numberof cachemissesin a uniprocess
executionis 3C'. In atwo-processxecution,theidle procesdriesto stealfrom
the processxecutingthe root oncethe executionstarts. Sincenodel takes2S
time stampso executeanda stealattempttakesat most.S time stampstheidle
processsuccessfullystealsnode9 andstartsexecutingit beforenode2 startsex-
ecuting. Therefore,eachof the nodes?2 .. . 8 executeafterthe symmetricnodes
9,10,11,13, 15,16, 18 respectrely. Thuseachleaf nodeis executedmmediately
afterits left parentby the sameprocessandcauses’ cachemissessincea leaf
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Figure4: Thestructurefor dagof a computatiorwith alargecacheoverhead.

nodeandits left parentaccesswo disjoint setof memoryblocks. Therefore,in
thetwo-procesxecutionthetotal numberof cachemissess atleastiC' = (n).

Theexampledag G, canbegeneralizedor ary &k € Z*. For GG,¢, thetotal
numberof cachemissedn auniproces®xecutionis 3C' andwhereast is atleast
kEC = Q(n) in atwo-processxecution. The total work of the generaldagis at
mostskC + C + 25 = O(kC) = O(n), assumings = O(C). "

Thereexists computationsimilar to the computationin Figure 4 thatgener
alizesTheoreml for arbitrarynumberof processedy makingsurethatall the
processebut 2 stealthroughoutarny multiprocessexecution.Evenin thegeneral
case,Theoreml canbegeneralizedvith the sameboundon expectednumberof
cachemissedyy exploiting the symmetryin G, andby assumingertaindistribu-
tionsonthe steal-time(e.g.,uniformdistribution).

A lower boundsimilar to Theoreml holdsfor computationswith futuresas
well. Computingwith futuresis afairly restrictedform of multithreadeccomput-
ing comparedo computingwith eventssuchassynchronizatiorvariables. The
graph £ in Figure5 shaws the structureof a dagwhosemultiprocessexecution
exhibits poordatalocality eventhoughits uniproces&xecutionexhibits gooddata
locality. In atwo processxecutionof F', thenodesl2 and14 areexecutedonthe

sameprocessastheir left parentsnodesr and9 respectrely, causingadditional
cachemisses.

12



Figure5: Thestructurdor dagof acomputatiorwith futuresthatcanincuralarge
cacheoverhead.

5 Nested-Parallel Computations

In this section,we shaw that the cacheoverheadof an executionof a nested-
parallelcomputatiorwith awork stealeiis atmosttwicetheproductof thenumber
of stealsandthe cachesize. Our proof hastwo steps. First, we shav thatthe
cacheoverheadis boundedby the productof the cachesize andthe numberof
nodesthat are executed“out of order” with respecto the uniprocessexecution
order Secondwe prove thatthe numberof suchout-of-orderexecutionsis at
mosttwice thenumberof steals.

Considera computationG and its P-processexecution, Xp, with a work
stealerandthe uniprocessxecution, X; with the samework stealer Let v be
anodein (G andnodeu be the nodethat executessmmediatelybeforev in Xj.
Thenwe saythatwv is drifted in Xp if nodeu is not executedmmediatelybefore
v by theprocesghatexecutesy in Xp.

Lemma2 establishea key propertyof anexecutionwith simplecaches.

Lemma 2 Considera processwith a simplecaceof C blocks. Let X; denotehe
executionof a sequencef instructionson the processstartingwith cache states;
andlet X, denoteheexecutionof the samesequencef instructionsstartingwith
cadestateS,. ThenX; incursat mostC' more misseghan X;.

Proof: We constructa one-to-onemappingbetweenthe cachelinesin X; and
X, suchthataninstructionthat accessea line /; in X, accessetheline /; in
X, If andonly if /; is mappedo /;. ConsiderX; andlet/; beacacheline. Let
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1 be the first instructionthataccesses,. Let [, bethe cacheline thatthe same
instructionaccessesr overwritesin X, andmap/; to /;. Sincethe cachesare
simple,ary instructionthat overwrites!/; in X; overwrites/, in X, in therestof
theexecution.Thereforepnce: is executedthenumberof misseghatoverwrites
[, in X; is equalto the numberof misseghatoverwrites/, in X;. Since: itself
cancausel miss,misseghatoverwrites/, in X; isatmostl morethanthemisses
thatoverwritesl, in X,. We constructthe mappingfor eachcacheline in X; in
thesameway. This mappingis one-to-onefor the sakeof contradictionassume
thattwo distinctcachelines,/; and/,, in X; mapto thesameline in X,. Lets,
and:, bethefirstinstructionsof X; accessing, andl, respectrely suchthat:, is
executedbeforez,. Since:; andi, mapto thesameine in X, andthecachesare
simple,:; accessef butthen/; = [;, acontradiction. Thuswe concludethatthe
total numberof cachemissedan X; is atmostC morethanthemissesn X;. =

Notethat,the boundin Lemmaz2 is tight, if for exampleoneexecutionstarts
with an“empty” cacheandthesecondstartswith a cachethatfits all the C' blocks
accessedhen one executionincurs no misseswhile the otherincursexactly C'
misses.

Theorem 3 Let D denotethe total numberof drifted nodesin an executionof a
nested-paallel computationwith a work stealeron P processesead of which
hasa simplecache with ' words. Thenthe cache overheadf the executionis at
mostC' D.

Proof: Let Xp denotethe P-processexecutionandlet X; be the uniprocess
executionof the samecomputationwith the samework stealer We divide the
multiprocesomputatiorinto D pieceseachof which canincur at mostC more
missesthanin the uniprocessxecution. Let « be a drifted nodeand ¢ be the
procesgshatexecutes:. Let v bethe next drifted nodeexecutedon ¢ (or thefinal
nodeof the computation).Let the orderedsetO representhe executionorderof
all thenodesthatareexecutedafteru (u is included)andbeforev (v is excluded
if it is drifted, includedotherwise)on ¢ in Xp. Thennodesin O areexecutedon
thesameprocessandin thesameorderin both X; and Xp.

Now considerthe numberof cachemissesduring the executionof the nodes
in O in X; and Xp. Sincethe computations nestedparallelandthereforerace
free, a processhat executesin parallelwith ¢ doesnot causeq to incur cache
missesdueto sharing. Thereforeby Lemmaz2 duringthe executionof the nodes
in O the numberof cachemissesn Xp is at mostC' morethanthe numberof
missesn X;. This boundholdsfor eachof the D sequencef suchinstructions
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O correspondingo D drifted nodes.Sincethe sequencstartingat therootnode
andendingat the first drifted nodeincursthe samenumberof missesn X; and
Xp Xp takesatmostC' D moremisseghan.X; andthecacheoverheads atmost
CD. n

Lemmaz2 (andthusTheorem3) doesnot hold for cacheghatarenot simple.
For example,consideithe uniproces&xecutionof asequencef instructionswith
least-frequently-useceplacemenpolicy startingat two caches.The first cache
is “warmedup”, i.e, it containsthe frequentlyaccessetlocksandassociatea
high frequeng numberwith eachblock. The secondcachecontainsblocksthat
areaccessedarelybut associatea high frequeng numbemwith eachblock. Thus
in anexecutionstartingwith thesecondcachethefrequentlyaccessetlocksare
overwrittenat cachemissespecaus®therblockshave higherfrequencies.

Now we shav thatthe numberof drifted nodesin an executionof a series-
parallel computationwith a work stealeris at mosttwice the numberof steals.
The proof is basedon the representatiomf series-parallecomputationsas sp-
dags. We call a nodewith out-degreeof at least2 a fork nodeand partitionthe
nodesof ansp-dagexcepttherootinto threecateories:join nodes stablenodes
andnomadicnodes. We call a nodethat hasan in-degreeof at least2 a join
nodeandpartitionall thenodesthathave in-degreel into two classesanomadic
nodehasa parentthatis a fork node,anda stablenodehasa parentthathasout-
dggreel. Theroot nodehasin-degree0 andit doesnot belongto ary of these
catgyories. Lemma4 lists two fundamentapropertiesof sp-dagspnecanprove
bothpropertiedy inductionon thenumberof edgesn ansp-dag.

Lemma4 LetG beansp-dag ThenG hasthefollowing properties.
1. Theleastcommorancestorof anytwo nodesn  is unique

2. Thegreatestcommondescendanodf any two nodesin & is uniqueand is
equalto their uniquemeger

Lemmab Lets beafork node Thenno child of s is a join node

Proof: Letw andv denotetwo childrenof s andsuppose: is ajoin nodeasin
Figure6. Let ¢t denotesomeotherparentof « andz denotethe uniguememger of
v andv. Thenbothz andu arememgersfor s and¢, which is a contradictionof
Lemmab. Henceu is notajoin node. [
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Figure6: Childrenof s andtheirmemger.

Corollary 6 Onlynomadicnodescanbestolenin anexecutionof aseries-paallel
computatiorby thework-stealingalgorithm.

Proof: Letwu beastolennodein anexecution.Thenw is pushedn adequeand
thusthe enablingparentof « is afork node.By Lemmab, « is notajoin nodeand
hasanincomingdegreel. Thereforeu is nomadic. [

Figure7: Thejoint embeddingf u andw.

Considera series-paralletomputatiorandlet ¢ beits sp-dag.Let« andv be
two independenhodesin G andlet s andt denotetheir leastcommonancestor
andgreatestommondescendarnespectrely asshavnin Figure7. Let 7; denote
the graphthatis inducedby the relatvesof « thataredescendantsf s andalso
ancestor®f ¢. Similarly, let (G, denotethe graphthatis inducedby therelatives
of v thataredescendantsf s andancestorsf ¢. Thenwe call z; theembedding
of u with respecto v and(z, theembeddingf v with respecto «. We call the
graphthatis theunionof G; andG, thejoint embeddingof « andv with sources
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andsink¢. Now consideranexecutionof (G andy andz bethechildrenof s such
thaty is executedbeforez. Thenwe call y theleaderand: theguard of thejoint
embedding.

Figure8: Thejoin nodes is theleastcommonancestoof y andz. Nodew andv
arethechildrenof s.

Lemma7 LetG(V, £) beansp-dagandlety andz betwo parentsof ajoin node
tin (G. Let @, denotethe embeddingf y with respectto » and G, denotethe
embeddingf z with respecto y. Let s denotethe source and¢ denotethe sink of
the joint embedding Thenthe parentsof any nodein (=; exceptfor s andt is in
(z; andtheparentsof anynodein G, exceptfor s andt isin G,.

Proof: Sincey andz areindependenthothof s andt aredifferentfrom y andz
(seeFigure8). First,we shav thatthereis not anedgethatstartsat a nodein G,
exceptat s andendsat anodein (<, exceptat ¢ andvice versa. For the sakeof
contradictionassumehereis anedge(m, n) suchthatm # s isin G; andn # ¢
isin 5. Thenm is theleastcommonancestoof y andz; henceno such(m, n)
exists. A similarargumentholdswhenm isin (G, andrn isin G;.

Secondye shawv thattheredoesnot existsanedgethatoriginate§rom anode
outsideof (G; or G, andendsatanodeat ' or (G,. For thesakeof contradiction,
let (w, z) beanedgesuchthatz isin G; andw is notin GG; or GG3. Thenz is
the uniguemeigerfor thetwo childrenof theleastcommonancestoof w ands,
which we denotewith r. But thent is alsoa mewgerfor the childrenof . The
childrenof r areindependenandhave a uniguememger, hencethereis no such
edge(w, z). A similar agumentholdswhenz is in (G;. Thereforewe conclude
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thatthe parentsof ary nodein G, excepts andt is in (G, andthe parentsof ary
nodein (G, excepts andt isin Gs. n

Lemma8 Let G be an sp-dagand let y and = be two parentsof a join node
t in (G. Considerthe joint embeddingf y and z andlet « be the guad node
of the embedding Theny and = are executedin the samerespectiveorder in
a multiprocessexecutionas they are executedn the uniprocessexecutionif the
guard nodeu is notstolen.

Proof: Lets bethesourcet the sink, andv theleaderof thejoint embedding.
Sinceu is notstolen,v is notstolen.Hence by Lemma7, beforeit startsworking
onu, theprocesghatexecutess executedv andall its descendants theembed-
ding exceptfor t Hence,z is executedbeforeu andy is executedafter v asin
the uniproces®xecution. Thereforey andz areexecutedin the samerespectre
orderasthey executein the uniprocesgxecution. [

Lemma9 A nomadicnodeis driftedin an executiononlyif it is stolen.

Proof: Letu beanomadicanddrifted node.Then,by Lemmab, « hasa single
parents thatenablesu. If u is thefirst child of s to executein the uniprocess
executionthenw is not drifted in the multiprocessxecution.Hence,u is notthe
first child to execute. Let v be the last child of s thatis executedbeforew in
the uniprocessxecution. Now, considerthe multiprocessxecutionandlet ¢ be
the processhat executesv. For the sakeof contradiction,assumehat  is not
stolen. Considerthe joint embeddingf « andv asshawvn in Figure8. Sinceall
parentsof the nodesin GG, exceptfor s andt¢ arein GG, by Lemma?, ¢ executes
all thenodesin G, beforeit executes: andthus,z precedes: on ¢. But thenu
is not drifted, because is the nodethatis executedmmediatelybeforeu in the
uniprocesgomputationHenceu is stolen. [

Let us definethe cover of a join nodet in an executionasthe setof all the
guardnodesof the joint embeddingof all possiblepairs of parentsof ¢ in the
execution. Thefollowing lemmashaows thata join nodeis drifted only if a node
in its coveris stolen.

Lemma 10 If ajoin nodet is drifted thena nodein ¢’s coveris stolen.

Proof: Forthesakeof contradictionassumehatnonodein thecoverof ¢, C(t),
is stolen. Let y andz be ary two parentsof ¢ asin Figure8. Theny andz are
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executedin thesameorderasin the uniprocesgxecutionby Lemmag. But then
all parentsof ¢ executein the sameorderasin the uniprocessexecution. Hence,
theenablingparentof ¢ in theexecutionis thesameasin theuniproces&xecution.
Furthermoretheenablingparentof ¢ hasout-degreel, becausetherwisel is not
ajoin nodeby Lemmab andthus,theprocesshatenables executes. Therefore,
t is notdrifted, a contradiction Hencea nodein thecover of ¢ is stolen. [

Figure9: Nodest; andt, aretwo join nodeswith thecommonguardu.

Lemma 11 Thenumberof drifted nodesn an executionof a series-paallel com-
putationis at mosttwicethe numberof stealsin the execution.

Proof: We associateachdrifted nodein the executionwith a stealsuchthatno
stealhasmorethan?2 drifted nodesassociatedvith it. Considera drifted node,u.
Thenu is nottherootnodeof the computatiorandit is not stableeither Hence u
is eitheranomadioor join node.If u is nomadicthenw is stolenby Lemma9 and
we associate; with thestealthatstealsu. Otherwiseyw is ajoin nodeandthereis
anodein its cover C'(u) thatis stolenby Lemmal0. We associate: with thesteal
thatstealsanodein its cover. Now, assumeherearemorethan2 nodesassociated
with astealthatstealsnodeu. Thenthereareatleasttwo join nodes; andt, that
areassociateavith «. Thereforenodeuw is in thejoint embeddingf two parents
of t; andalsot,. Let zy, y; bethe parentsof {; andx,, y, bethe parentsof ¢,,
asshovn in Figure9. Let s; ands, besourcesf thetwo embeddingsNote that
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s1 # sq, becausetherwisethe nodesu andz; have two memgers. Thenu hasa
parenthatis afork nodeandw is ajoin node which contradictd. emma5. Hence
no suchu exists. m

Theorem 12 Thecade overheadof an executionof a nested-paallel computa-
tion with simplecadesis at mosttwicethe productof the numberof missesn the
executionandthe cadesize

Proof: Followsfrom Theorem3 andLemmall. m

6 An Analysisof Nonblocking Work Stealing

The non-blockingimplementatiorof the work-stealingalgorithmdelivers prov-
ably good performanceundertraditional and multiprogrammedwvorkloads. A
descriptionof the implementatiorandits analysisis presentedn [2]; an exper
imental evaluationis givenin [10]. In this section,we extend the analysisof
the non-blockingwork-stealingalgorithmfor classicaiworkloadsandboundthe
executiontime of a nested-parallelcomputationwith a work stealerto include
the numberof cachemisses,the cache-misgpenaltyand the stealtime. First,
we boundthe numberof stealattemptsan an executionof a generalcomputation
by the work-stealingalgorithm. Thenwe boundthe executiontime of a nested-
parallelcomputatiorwith a work stealerusingresultsfrom Section5. The anal-
ysisthatwe presentereis similar to theanalysisgivenin [2] andusesthe same
potentialfunctiontechnique.

We associate nonngative potentialwith nodesin a computation’s dagand
shav that the potentialdecreaseasthe executionproceeds.We assumehat a
nodein a computationrdag hasout-deggreeat most2. Thisis consistentvith the
assumptiorthateachnoderepresentsn instruction. Consideran executionof a
computationwith its dag, G(V, E') with the work-stealingalgorithm. The exe-
cution grows a tree, the enabling tree that containseachnodein the computa-
tion andits enablingedge. We definethe distanceof a nodeu € V, d(u), as
T, — depth(u), wheredepth(u) is thedepthof « in theenablingtreeof thecom-
putation. Intuitively, the distanceof a nodeindicateshow far the nodeis away
from end of the computation. We definethe potentialfunctionin termsof dis-
tances At ary givenstep:, we assigna positive potentialto eachreadynode,all
othernodeshave 0 potential.A nodeis readyif it is enablecandnotyet executed
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to completion.Let « denotea readynodeattime step:. Thenwe define,¢;(u),
the potentialof « attime step: as

bi(u) = { 32(w=1 jf y is assigned;

ST 3% otherwise.

The potentialat stepz, @;, is the sumof the potentialof eachreadynodeat step
7. When an executionbegins, the only readynodeis the root nodewhich has
distancel,, andis assignedo someprocesssowe startwith &, = 3*7=~1, As
the executionproceedsnodesthat are deeperin the dagbecomereadyandthe
potentialdecreasesThereareno readynodesat the endof anexecutionandthe
potentialis 0.

Let usgive a few moredefinitionsthatenableusto associata potentialwith
eachprocess.Let R;(q) denotethe setof readynodesthat arein the dequeof
process; alongwith ¢’'s assignedhode,if ary, atthe beginningof step:. We say
thateachnodew in R;(¢) belongsto process;. Thenwe definethe potentialof

¢'sdequeas
Ci(g)= D, dilu).
u€Ri(q)
In addition,let A; denotethe setof processewhosedeques emptyatthebegin-
ning of stepz, andlet D, denotethe setof all otherprocessesWe partition the
potential®; into two parts

¢, = d,;(A) + (D)),

where

D;(A;) = Y Dilq) and  ®;(D:) = ) Pi(q),

q€EA; q€D;

andwe analyzethe two partsseparatelyLemmal3 lists four basicpropertiesof
the potentialthat we usefrequently The proofsfor thesepropertiesaregivenin
[2] andthelisted propertiesarecorrectindependenof the time thatexecutionof
anodeor astealtakes.Thereforewe give ashortproof sketch.

Lemma 13 Thepotentialfunctionsatisfieghe following properties.

1. Supposenodeu is assignedo a processat step:. Thenthe potentialde-
creasedyat least(2/3)¢;(u).

2. Supposa nodeu is executedat step:. Thenthe potentialdeceasedy at
least(5/9)¢;(u) at stepe.
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3. Considerany step: and any processg in D;. Thetopmostnodeu in ¢'s
dequecontributesat least3/4 of thepotentialassociateavith ¢. Thatis, we
haveg;(u) = (3/4)®:(q).

4. Suppose processp choosesprocessy in D; asits victim at time step:
(a stealattemptof p targetingq occursat step:). Thenthe potentialde-
creasedy atleast(1/2)®;(¢) dueto theassignmenor executionof a node
belongingto ¢ at theendof steps:.

Propertyl followsdirectly from thedefinitionof the potentialfunction. Prop-
erty 2 holdsbecausea nodeenablesat mosttwo childrenwith smallerpotential,
oneof which becomesssignedSpecifically the potentialafter the executionof
nodeu decreaseby atleasté(u)(1 — 1 — 1) = 3¢(u). Property3 followsfrom a
structuralpropertyof thenodesn adeque.Thedistanceof thenodesn aprocess’
dequedecreasenonotonicallyfrom thetop of thedequeto bottom. Thereforethe
potentialin thedequeas thesumof geometricallydecreasingermsanddominated
by the potentialof the top node. Thelastpropertyholdsbecausavhena process
choosegprocess; in D; asits victim, thenodeat thetop of ¢’ sdequeis assigned
at the next step. Therefore the potentialdecreaseby 2/3¢,(u) by propertyl.
Moreover, ¢;(u) > (3/4)®;(q) by property3 andtheresultfollows.

Lemmal6 shawvs thatthe potentialdecreaseasa computatiomproceedsThe
prooffor Lemmalé6 utilizesballsandbinsgameboundfrom Lemmal4.

Lemma 14 (Ballsand Weighted Bins) Supposéhatat leastP balls are thrown
independentlgnd uniformlyat randominto P bins,wheee bin: hasa weightW;,
fori = 1,..., P. Thetotal weightis W = Y2 W;. For ead bin i, definethe
randomvariable X; as

W; if someball landsin binz;
X; = i
0 otherwise

If X = >°%, X;,thenfor anyg intheranged < 3 < 1, wehavePr {X > W} >
L =1/((1 = B)e).

Thislemmacanbeprovenwith anapplicationof Markov' sinequality Theproof
of aweakerversionof this lemmafor the caseof exactly P throwsis similarand
givenin [2]. Lemmal4 alsofollowsfrom theweakedemmabecauseX doesnot
decreasevith morethrows.

We now showv that wheneer P or more stealattemptsoccur the potential
decreaseby a constanfractionof ®,(D;) with constanprobability.

22



Lemma 15 Considerany step: and any later step; sud that at least P steal
attemptsoccurat stepsrom: (inclusive)to 5 (exclusive).Thenwe have
P {CD i) >1<I>(D)}>1
ry®i — %5 =2 -2l ik
! 4
Moreoverthe potential deceaseis becauseof the executionor assignmenbf
nodeshelongingto a processn D;.

Proof: Considemll P processeandP stealattemptghatoccurator afterstep:.
For eachprocess; in D;, if oneor moreof the P attemptdargetq asthe victim,
thenthe potentialdecreaseby (1/2)®,(¢) dueto the executionor assignmenof
nodesthatbelongto ¢ by property4 in Lemmal3. If we think of eachattempt
asa ball toss,thenwe have an instanceof the Balls andWeightedBins Lemma
(Lemmal4). For eachprocess; in D;, we assignaweight W, = (1/2)®;(q),
andfor eachotherprocess; in A;, we assigna weight W, = 0. The weights
sumto W = (1/2)®,(D;). Usings = 1/2 in Lemmal4, we concludethatthe
potentialdecreaseby atleastgWW = (1/4)®;(D;) with probability greaterthan
1 —1/((1 — B)e) > 1/4 dueto the executionor assignmenof nodesthatbelong
to aprocessn D;. n

We now boundthe numberof stealattemptan awork-stealingcomputation.

Lemma 16 Considera P-processxecutionof a multithreadedcomputatiorwith

thework-stealingalgorithm. Let 77 and 7., denotethe computationalvork and

thecritical path of the computation.Thenthe expectechumberof stealattempts
in the executionis O([ %] PT.,). Moreovey for anye > 0, the numberof steal
attemptss O([ =] PT,, + 1g(1/¢)) with probability at leastl — «.

Proof: We analyzethe numberof stealattemptsoy breakingthe executioninto
phasesof [ 2] P stealattempts.We shav thatwith constaniprobability, a phase
causeghe potentialto drop by a constantfactor. The first phasebeagins at step
t; = 1 andendsat the first stepz; suchthatat least[™ | P stealattemptsoccur
duringtheinterval of steps[t;, ¢}]. The secondphasebeginsat stept, = ¢} + 1,
andsoon. Let usfirst shav thatthereareatleast stepsin aphase.A process
hasat most1 outstandingstealattemptat ary time anda stealattempttakesat
leasts stepsto complete. Thereforeatmost P stealattemptccurin a periodof
s time steps Hencea phaseof stealattemptdakesatleast[([%])P)/P| -s > m
time units.

Considera phasebeginning at step:, andlet ; be the stepat which the next
phasebegins. Then: +m < 5. Wewill showv thatwe have Pr {®; < (3/4)®,} >
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1/4. Recallthatthe potentialcanbe partitionedas®; = ¢,(A;) + ®;(D;). Since
thephasecontaing | P stealattemptsPr {®; — ®; > (1/4)®;(D;)} > 1/4due
to executionor assignmenodf nodeshatbelongto aprocessn D;, by Lemmalbs.
Now we shaw thatthe potentialalsodropsby aconstantractionof ¢,( A;) dueto
the executionof assignedchodeghatareassignedo theprocesses A,. Consider
aprocesssayq in A;. If ¢ doesnot have anassignedode,then®;(q) = 0. If
g hasanassignedodeu, then®,(q) = ¢;(«). In this case processq completes
executingnodewu at step: + m — 1 < j atthe latestandthe potentialdropsby
atleast(5/9)¢;(v) by property2 of Lemmal3. Summingover eachprocessy
in A;, wehave &, — &, > (5/9)®,(A;). Thus,we have shavn thatthe potential
decreaseat leastby a quarterof ®;(A4;) and®,(D;). Thereforeno matterhow
thetotal potentialis distributedover A; and D;, thetotal potentialdecreaseby a
quartewith probabilitymorethan!/4, thatis, Pr {®;, — ¢, > (1/4)®,} > 1/4.
We saythata phases successfulf it causeshe potentialto drop by at least
a 1/4 fraction. A phaseis successfulvith probability at least1/4. Sincethe
potentialstartsat ®, = 3?’~-! andendsat 0 (andis alwaysan integer), the
numberof successfuphasess atmost(27,, — 1) log, ;3 < 87.,. Theexpected
numberof phasesmeededo obtain8T,, successfubhasess atmost327,,. Thus,
theexpectechumberof phasess O(7. ), andbecaus@achphasecontains =-| P
stealattemptsthe expectednumberof stealattemptss O([ % | P T..). Thehigh
probabilityboundfollows by anapplicationof the Chernof bound. [

Theorem 17 LetMp(C') bethenumberof cadhemissesn a P-processexecution
of a nested-paallel computationwith a work-stealerthat hassimplecadesof '
blocksead. Let M, (C') bethenumberof cachemissesn theuniprocessxecution
Then
Mp(C) = My(C) + 0([%} CP Ty + [?1 CP In(1/e))
with probability at least1 — ¢. Theexpectechumberof cadhe missess
My(C)+O([=] CPT.)

Proof: Theoreml2 shaws thatthe cacheoverheadof a nested-paralletompu-
tation is at mosttwice the productof the numberof stealsandthe cachesize.
Lemmal6 shavs thatthe numberof stealattemptss O([ | P (7. + In(1/¢)))
with probabilityatleastl — ¢ andthe expectedhumberof stealss O([ % | P 1. ).
The numberof stealsis not greaterthanthe numberof stealattempts.Therefore
theboundsfollow. m
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Theorem 18 Considera P-processhested-paallel, work-stealingcomputation
with simplecadesof C' blodks. Then,for anye > 0, the executiontimeis

Ti(C)
P

m

O( ; 1C (T +In(1/e)) 4+ (m + s)(Tw + In(1/e)))

+m|
with probability at least(1 — ¢). Moreovey theexpectedunningtimeis

1(C) Fm[ 2] C T + (m+ 5) 1) .

O(P s

Proof: We useanaccountingargumentto boundtherunningtime. At eachstep
in thecomputationeachprocesgutsadollarinto oneof two bucketshatmatches
its actiity atthatstep.We namethetwo bucketsasthework andthestealbucket.
A procesgutsadollarinto thework bucketata stepif it is workingonanodein
thestep.Theexecutionof anodein thedagaddseitherl1 or m dollarsto thework
bucket.Similarly, a procesgutsadollarinto the stealbucketfor eachstepthatit
spendsstealing. EachstealattempttakesO(s) steps.Therefore eachstealadds
O(s) dollarsto the stealbucket. The numberof dollarsin thework bucketat the
endof executionis atmostO(7} + (m — 1) Mp(C')), whichis

O(Ty(C) + (m — 1) [g CP (T +1In(1/€)))

with probabilityatleastl — &'.

The total numberof dollarsin stealbucketis the total numberof stealat-
temptsmultiplied by thenumberof dollarsaddedo the stealbucketfor eachsteal
attemptwhichis O(s). Thereforetotal numberof dollarsin the stealbucketis

O(s [T} P (To + In(1/2")))

S

with probabilityatleastl — &’. Eachprocessaddsexactly onedollarto abucketat
eachstepsowe divide thetotalnumberof dollarsby P to getthe high probability
boundin thetheorem A similaragumentholdsfor theexpectedimebound. =

7 Locality-Guided Work Stealing

Thework-stealingalgorithmachiezesgooddatalocality by executingnodesthat
areclosein the computatiorgraphon the sameprocessFor certainapplications,
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however, regionsof the programthat accesshe samedataare not closein the
computationalgraph. As an example, consideran applicationthat takesa se-
guenceof stepseachof which operatesn parallelover a setor arrayof values.
We will call suchan applicationaniterative data-parallelapplication Suchan
applicationcanbe implementedusingwork-stealingby forking atree of threads
on eachstep,in which eachleaf of thetreeupdatesa region of the data(typically
disjoint). Figure10 shavs anexampleof thetreesof threadscreatedn two steps.
Eachnoderepresentathreadandis labeledwith the procesghatexecutest. The
graynodesaretheleaves. Thethreadssynchronizen the sameorderasthey fork.
Thefirst andsecondstepsarestructurallyidentical,andeachpair of correspond-
ing gray nodesupdatethe sameregion, oftenusingmuchof the sameinput data.
Thedashedectangldn Figurel0, for example,shavs a pair of suchgraynodes.
To getgoodIlocality for this application threadghatupdatethe samedataon dif-
ferentstepsideally shouldrun on the sameprocessqreven thoughthey arenot
“close” in the dag. In work stealing,however, this is highly unlikely to happen
dueto therandomsteals.Figure 10, for example,shavs an executionwhereall
pairsof correspondingray nodesun on differentprocesses.

In this section,we describeand evaluatelocality-guidedwork stealing a
heuristicmodificationto work stealingwhich is designedo allow locality be-
tweennodesthataredistantin the computationagraph. In locality-guidedwork
stealing,eachthreadcanbe given an affinity for a processandwhena process
obtainswork it givespriority to threadswith affinity for it. To enablethis,in addi-
tion to adequesachprocessnaintainamailbox afirst-in-first-out(FIFO) queue
of pointersto threadsthat have affinity for the process.Therearethentwo dif-
ferencedetweerthelocality-guidedwork-stealingandwork-stealingalgorithms.
First,whencreatinga thread,a processwill pushthethreadontoboththedeque,
asin normalwork stealing,andalsoonto the tail of the mailbox of the process
thatthethreadhasaffinity for. Secondaproceswill firsttry to obtainwork from
its mailbox beforeattemptinga steal. Becauséhreadscanappeaitwice, oncein
amailboxandonceon a deque thereneedso be someform of synchronization
betweerthe two copiesto makesurethethreadis not executedwice.

A numberof techniqueshathave beensuggestedo improve the datalocality
of multithreadegrogramscanberealizedoy thelocality-guidedwork-stealingal-
gorithmtogethemwith anappropriatgolicy to determinehe affinities of threads.
For example,aninitial distribution of work amongprocessesanbe enforcedby
settingthe affinities of a threadto the procesghatit will beassignedtthe beggin-
ning of the computation.We call this locality-guidedwork-stealingwith initial
placements Likewise, techniqueghat rely on hints from the programmercan
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Step 1

Step 2

FigurelO: Thetreeof threadsreatedn adata-parallelvork-stealingapplication.
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be realizedby settingthe affinity of threadshasedon the hints. In the next sec-
tion, we describeanimplementatiorof locality-guidedwork stealingfor iterative
data-parallebpplications.The implementatiordescribeccanbe modifiedeasily
to implementothertechniquesnentioned.

7.1 Implementation

We built locality-guidedwork stealinginto Hood. Hood is a multithreadedpro-
gramminglibrary with a nonblockingimplementatiornof work stealingthat de-
livers provably good performanceaunderboth traditional and multiprogrammed
workloadg2, 10, 30].

In Hood,theprogrammedefinesathreadasa C++ classwhichwereferto as
the thread definition. A threaddefinition hasa methodnamedr un thatdefines
the codethatthe threadexecutes.Ther un methodis a C++ functionwhich can
callHoodlibrary functionsto createandsynchronizevith otherthreadsA ropeis
anobjectthatis aninstanceof athreaddefinitionclass.Eachtimether un method
of aropeis executed,it createsa new thread. A rope canhave an affinity for a
processandwhenthe Hood run-time systemexecutessucha rope, the system
passeghis affinity to the thread. If the threaddoesnot run on the processfor
whichit hasaffinity, the affinity of theropeis updatedo thenew process.

Iterative data-parallebpplicationscan effectively useropesby makingsure
all “correspondingthreadqthreadghatupdatethe sameregion acrosddifferent
steps)aregeneratedrom the samerope. A threadwill thereforealwayshave an
affinity for the processon whichit’ s correspondindghreadran on the previous
step.Thedashedectanglen Figure 10, for example,representswo threadshat
aregeneratedh two executionsof onerope. To initialize theropes the program-
merneeddso createa treeof ropesbeforethefirst step. This treeis thenusedon
eachstepwhenforking thethreads.

To implementlocality-guidedwork stealingin Hood, we usea nonblocking
gueuefor eachmailbox. Sincea threadis putto a mailboxandto a deque,one
issueis makingsurethatthethreadis not executedtwice, oncefrom the mailbox
andoncefrom the deque. Onesolutionis to remove the othercopy of a thread
whena processstartsexecutingit. In practice this is not efficientbecauset has
alargesynchronizatioroverheadIn ourimplementationye dothis lazily: when
aprocesstartsexecutinga thread,it setsaflag usinganatomicupdateoperation
suchastest-and-sebr compare-and-swaio mark the thread. Whenexecutinga
thread,a processdentifiesa markedthreadwith the atomicupdateanddiscards
the thread. The secondssuecomesup whenonewantsto reusethe threaddata
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structurestypically thosefrom the previous step. Whena thread’s structureis
reusedn a step,the copiesfrom the previous step,which canbein a mailboxor
a dequeneedsto be markedinvalid. Onecanimplementthis by invalidatingall
themultiple copiesof threadsatthe endof a stepandsynchronizingall processes
beforethe next stepstart. In multiprogrammedvork-loads,however, the kernel
canswapa proces®ut, preventingit from participatingto thecurrentstep.Sucha
swappedut procesgpreventsall the otherprocessefrom proceedingo the next
step.In ourimplementationto avoid the synchronizatiorat the endof eachstep,
we time-stampthreaddatastructuressuchthat eachprocesscloselyfollows the
time of thecomputatiorandignoresa threadthatis “out-of-date”.

7.2 Experimental Results

In this sectionwe presentheresultsof our preliminaryexperimentswith locality-
guidedwork stealingon two smallapplications.The experimentsvererun on a
14 processoiSun Ultra Enterprisewith 400 MHz processorsand 4M byte L2
cacheeach,andrunning Solaris2.7. We usedthe pr ocessor _bi nd system
call of Solaris2.7 to bind processe$o processors$o prevent Solariskernelfrom
migratinga procesamongprocessors;ausingheprocesso looseits cachestate.
Whenthe numberof processess lessthan numberof processorsve bind one
procesgo eachprocessqrotherwisewe bind processeso processorsuchthat
processearedistributedamongprocessorasevenly aspossible.

We usetheapplicationdHeat andRel ax in ourevaluation.Heat isaJacobi
overrelaxationthatsimulatesheatpropagatiorona?2 dimensionagrid for anum-
ber of steps. This benchmarlwasderived from similar Cilk [27] and SPLASH
[35] benchmarks.The main datastructuresaretwo equal-sizecarrays. The al-
gorithmrunsin stepseachof which updateshe entriesin one array usingthe
datain the other array which was updatedin the previous step. Rel ax is a
Gauss-Seidadver-relaxationalgorithmthatiteratesover onea 1 dimensionahr-
ray updatingeachelementby a weightedaverageof its valueandthat of its two
neighbors. We implementedeachapplicationwith four stratgies, static parti-
tioning, work stealing,locality-guidedwork stealing,and locality guidedwork
stealingwith initial placementsThe staticpartitioningbenchmarkslivide theto-
tal work equallyamongthe numberof processeandmakessurethateachprocess
accessethe samedataelementsn all the steps.lIt is implementedirectly with
Solaristhreads.The threework-stealingstratgiesareall implementedn Hood.
Theplainwork-stealingversionuseshreadddirectly, andthetwo locality-guided
versionsuseropesby building a tree of ropesat the beginning of the computa-

29



Benchmark Work | Overhead| Critical Path | Average
(T1) (%) | Length(7.) | Par. (4-)

staticHeat | 15.95 1.10

heat 16.25 1.12 0.045 361.11

IgHeat 16.37 1.12 0.044 372.05

ipHeat 16.37 1.12 0.044 372.05

staticRelax| 44.15 1.08

relax 43.93 1.08 0.039 1126.41

IgRelax 44.22 1.08 0.039 1133.84

ipRelax 44.22 1.08 0.039 1133.84

Tablel: MeasureenchmarlcharacteristicsWe compiledall applicationswith
SunCC compilerusing- xar ch=v8pl us - G -dal i gn flags.All timesare
givenin seconds.T; denoteghe executiontime of the sequentiablgorithmfor
theapplicationandT”’ is 14.54 for Heat and40.99for Rel ax.

tion. Theinitial placemenstratgy assigngnitial affinities to the ropesnearthe
top of the treeto achieve a goodinitial load balance.We usethe following pre-
fixesin thenamesof the benchmarksst at i ¢ (staticpartitioning),none,(work
stealing)/ g (locality guidedwork stealing),andl g (Ig with initial placement).
We ranall Heat benchmarkswith -x 8K -y 128 -s 100 parameters.
With theseparametergachHeat benchmarlallocateswo arraysof doublepre-
cisionfloating point numbersof 8192 columnsand128 rows anddoesrelaxation
for 100 steps. We ranall Rel ax benchmarksith the parametersn 3M - s
100. With theseparametersachRel ax benchmarlallocateonearrayof 3 mil-
lion double-precisiorfloating pointsnumbersand doesrelaxationfor 100 steps.
With thespecifiednputparametersaRel ax benchmarlallocatesi 6 Megabytes
anda Heat benchmarkallocates24 Megabytesof memoryfor the main data
structuresHence the maindatastructuredor Heat benchmarksit into the col-
lective L2 cachespaceof 4 or moreprocesseandthe datastructuredor Rel ax
benchmarkdit into thatof 6 or moreprocessesThe datafor no benchmarlits
into the collective L1 cachespaceof the Ultra Enterprise. We obsere super
linear speedupsvith someof our benchmarksvhenthe collectve cachesf the
processesold a significantamountof frequentlyaccessedata. Table 1 showvs
characteristicef our benchmarksNeitherthe work-stealingopenchmarksor the
locality-guidedwork-stealingopenchmarkave significantoverneaccomparedo
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Figurell: Speedumf heat benchmark®n 14 processors.

theserialimplementatiorof the correspondinglgorithms.

Figuresll andFigure 1l shav the speedupf the Heat andRel ax bench-
marks,respectiely, asa function of the numberof processesThe static parti-
tioning benchmarksleliver superlineaspeedupsindertraditionalworkloadsbut
suffer from the performancecliff problemand deliver poor performanceunder
multiprogrammingworkloads. The work-stealingbenchmarksleliver poor per
formancewith almostary numberof processeghelocality-guidedwork-stealing
benchmarksvith or withoutinitial placementshowever, matcheghe staticparti-
tioning benchmarksindertraditional workloadsand delivers superiorperform-
anceunder multiprogrammingworkloads. The initial placementstratgy im-
provesthe performanceindertraditionalwork loads,but it doesnot performcon-
sistentlybetterundermultiprogrammedvorkloads.This is an artifactof binding
processewo processorsTheinitial placemenstratgy distributestheloadamong
the processegquallyat the beginning of the computationbut binding createsa
load imbalancebetweenprocessorandincreaseshe numberof steals. Indeed,
thebenchmarkshatemploytheinitial-placemenstratgy doesworseonly when
thenumberof processess slightly greatethanthenumberof processors.

The locality-guidedwork-stealingdelivers good performanceby achieving
gooddatalocality. To substantiat¢his, we countedthe averagenumberof times
that an elementis updatedby two differentprocesses two consecutie steps,
which we call a badupdate. Figure 12 shaws the percentagef badupdatesn
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Figurel2: Percentagef badupdatedor the Heat benchmarks.

ourHeat benchmarksvith work stealingandlocality-guidedwork-stealing.The
work-stealingbenchmarksncur a high percentagef bad updateswhereaghe
locality-guidedwork-stealingbenchmarksachieve a very low percentage.Fig-
ure 13 shawvs the numberof randomstealsfor the samebenchmarkgor varying
numberof processesThe graphis similar to the graphfor badupdatesbecause
it is the randomstealsthat causeghe bad updates. The figuresfor the Rel ax
applicationaresimilar.
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