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Roadmap	  
•  intro	  (1	  lecture)	  
•  deep	  learning	  for	  NLP	  (5	  lectures)	  
•  structured	  predicJon	  (4.5	  lectures)	  
•  generaJve	  models,	  latent	  variables,	  unsupervised	  learning,	  

variaJonal	  autoencoders	  (1.5	  lectures)	  
•  Bayesian	  methods	  in	  NLP	  (2	  lectures)	  
•  Bayesian	  nonparametrics	  in	  NLP	  (1.5	  lectures)	  
•  research	  Jps	  &	  other	  topics	  (0.5	  lectures)	  
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Assignments	  
•  we’ll	  go	  over	  Assignment	  3	  today	  

•  Assignment	  4	  has	  been	  posted;	  due	  in	  2	  weeks	  
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MoJvaJon	  
•  in	  neural	  NLP,	  we	  typically	  assume	  parameters	  
and	  architectures	  are	  fixed	  

•  1-‐layer	  MLP:	  

	  
•  now,	  include	  parameters	  as	  random	  variables	  
and	  condiJon	  on	  them:	  
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MoJvaJon	  

•  how	  do	  we	  get	  back	  to	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ?	  
•  marginalize	  over	  new	  random	  variables:	  

•  intuiJvely:	  don’t	  commit	  to	  a	  single	  set	  of	  
parameter	  values;	  use	  them	  all	  (with	  a	  
suitable	  prior	  distribuJon)	  
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Going	  Further…	  
•  marginalize	  over	  architectures	  &	  parameters?	  
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GeneraJve	  Story	  Template	  
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the	  above	  generaJve	  story	  implies	  the	  
following	  factorizaJon	  of	  the	  joint	  distribuJon:	  



•  generaJve	  model	  for	  document	  collecJons	  
using	  latent	  variables	  that	  can	  be	  interpreted	  
as	  “topics”	  

•  learns	  a	  mulJnomial	  distribuJon	  over	  words	  
for	  each	  topic	  
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Abstract
We describe latent Dirichlet allocation (LDA), a generative probabilistic model for collections of
discrete data such as text corpora. LDA is a three-level hierarchical Bayesian model, in which each
item of a collection is modeled as a finite mixture over an underlying set of topics. Each topic is, in
turn, modeled as an infinite mixture over an underlying set of topic probabilities. In the context of
text modeling, the topic probabilities provide an explicit representation of a document. We present
efficient approximate inference techniques based on variational methods and an EM algorithm for
empirical Bayes parameter estimation. We report results in document modeling, text classification,
and collaborative filtering, comparing to a mixture of unigrams model and the probabilistic LSI
model.

1. Introduction

In this paper we consider the problem of modeling text corpora and other collections of discrete
data. The goal is to find short descriptions of the members of a collection that enable efficient
processing of large collections while preserving the essential statistical relationships that are useful
for basic tasks such as classification, novelty detection, summarization, and similarity and relevance
judgments.

Significant progress has been made on this problem by researchers in the field of informa-
tion retrieval (IR) (Baeza-Yates and Ribeiro-Neto, 1999). The basic methodology proposed by
IR researchers for text corpora—a methodology successfully deployed in modern Internet search
engines—reduces each document in the corpus to a vector of real numbers, each of which repre-
sents ratios of counts. In the popular tf-idf scheme (Salton and McGill, 1983), a basic vocabulary
of “words” or “terms” is chosen, and, for each document in the corpus, a count is formed of the
number of occurrences of each word. After suitable normalization, this term frequency count is
compared to an inverse document frequency count, which measures the number of occurrences of a

c�2003 David M. Blei, Andrew Y. Ng and Michael I. Jordan.



Blei	  (2012):	  Probabilis)c	  Topic	  Models	  
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Dirichlet	  DistribuJon	  
•  parameterized	  by	  a	  posiJve	  vector	  
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<latexit sha1_base64="J3xwYtMjCGPyYAkYZhzG7Bm8bFo="></latexit>



•  categorical	  =	  point	  on	  the	  simplex	  	  

	  

•  Dirichlet	  =	  distribuJon	  over	  the	  simplex	  
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cat	  
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cat	  
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Compare	  Categorical	  and	  Dirichlet	  
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<latexit sha1_base64="LKcufUHPqTWrgLVCZvXB+a/BKkI="></latexit>

<latexit sha1_base64="iY29k4riBcnU/u9p+4S5QRE6wNg="></latexit>

<latexit sha1_base64="/3+kQlwoJkqS15SlkuGepWxC+NU="></latexit>

<latexit sha1_base64="mXVpLeXFDdT0z09HIQGIsPzyoxw="></latexit> <latexit sha1_base64="Z8MZQxuuqIFtPNDQq6GCmEw+7T0="></latexit>

categorical:	  
	  
	  
	  

vector	  form	  of	  
categorical:	  
	  
	  
	  

Dirichlet:	  

<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>



Posterior	  over	  Categorical	  Parameters?	  
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<latexit sha1_base64="/3+kQlwoJkqS15SlkuGepWxC+NU="></latexit>

<latexit sha1_base64="QnmtXWS6Ee3PMhQQ0WTxafUW0z0="></latexit>

<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>

posterior	  (given	  a	  single	  observaJon	  y):	  



Posterior	  over	  Categorical	  Parameters?	  
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<latexit sha1_base64="/3+kQlwoJkqS15SlkuGepWxC+NU="></latexit>

<latexit sha1_base64="QnmtXWS6Ee3PMhQQ0WTxafUW0z0="></latexit>

<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>

posterior:	  



Posterior	  over	  Categorical	  Parameters?	  
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<latexit sha1_base64="/3+kQlwoJkqS15SlkuGepWxC+NU="></latexit>

<latexit sha1_base64="QnmtXWS6Ee3PMhQQ0WTxafUW0z0=">AAA133icpVtZc9y4EZada6Ncu8ljXphIcuS1pGi88Sa1G1dFayt2yl5FkeU9LEoqkMRwYPEyAI5mzGVe85bKa35QfkT+TboBzpAEQEneqMoWAXzdaDS6G41DQZEwIXd3/3vr9ne++73v/+C9H67+6Mc/+enP3v/g51+IvOQhfRnmSc6/CoigCcvoS8lkQr8qOCVpkNAvg4tH2P7llHLB8uxYzgt6mpI4Y2MWEglV5x/c+s+GR7 </latexit>

<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>

posterior:	  



Posterior	  over	  Categorical	  Parameters?	  
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<latexit sha1_base64="/3+kQlwoJkqS15SlkuGepWxC+NU="></latexit>

<latexit sha1_base64="QnmtXWS6Ee3PMhQQ0WTxafUW0z0=">AAA133icpVtZc9y4EZada6Ncu8ljXphIcuS1pGi88Sa1G1dFayt2yl5FkeU9LEoqkMRwYPEyAI5mzGVe85bKa35QfkT+TboBzpAEQEneqMoWAXzdaDS6G41DQZEwIXd3/3vr9ne++73v/+C9H67+6Mc/+enP3v/g51+IvOQhfRnmSc6/CoigCcvoS8lkQr8qOCVpkNAvg4tH2P7llHLB8uxYzgt6mpI4Y2MWEglV5x/c+s+GR7 </latexit>

<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>

posterior:	  



Posterior	  over	  Categorical	  Parameters?	  
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<latexit sha1_base64="YqRY2uc+Txy2JvpQM0mwffPsJLo="></latexit>

posterior:	  

posterior	  has	  form	  of	  another	  Dirichlet	  distribuJon!	  
	  
posterior	  parameters:	  	  

<latexit sha1_base64="oF3obE9h9pcTALh+m6btTSK32og="></latexit>

<latexit sha1_base64="/aZESGj0It/DsAZdm4DY7GG2WLM="></latexit>

prior:	  



Conjugate	  Priors	  
•  Dirichlet	  is	  (simplest)	  conjugate	  prior	  to	  mulJnomial	  
– Dirichlet	  parameters	  are	  like	  “pseudo-‐observaJons”	  

•  definiJon:	  “posterior	  obtained	  from	  a	  given	  prior	  in	  the	  
prior	  family	  and	  a	  given	  likelihood	  funcJon	  belongs	  to	  
the	  same	  prior	  family”	  

•  result	  of	  “algebraic	  similarity”	  between	  prior	  family	  and	  
likelihood	  

•  oken	  leads	  to	  tractability	  &	  closed-‐form	  analyJc	  
soluJons	  for	  posterior	  
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GeneraJve	  Story	  Template	  
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the	  above	  generaJve	  story	  implies	  the	  
following	  factorizaJon	  of	  the	  joint	  distribuJon:	  



•  using	  a	  prior	  distribuJon	  over	  
parameters	  (not	  even	  really	  Bayesian)	  

more	  
Bayesian	  

less	  
Bayesian	  



•  using	  a	  prior	  distribuJon	  over	  
parameters	  (not	  even	  really	  Bayesian)	  

•  compuJng	  posterior	  over	  parameters	  
instead	  of	  using	  a	  point	  esJmate	  

more	  
Bayesian	  

less	  
Bayesian	  



•  compuJng	  posterior	  over	  parameters	  instead	  of	  
using	  a	  point	  esJmate	  

data	  is	  a	  set	  of	  samples:	  	  

<latexit sha1_base64="aetiJNTn2UnrnQKSqYAwvKe79D0="></latexit>

<latexit sha1_base64="oqjeUDJbKA5aMVYsTkjWaqYVMBc="></latexit>

<latexit sha1_base64="EjU+B7HwLLKV2rrqNQQx/bSwcl8="></latexit>



•  using	  a	  prior	  distribuJon	  over	  
parameters	  (not	  even	  really	  Bayesian)	  

•  compuJng	  posterior	  over	  parameters	  
instead	  of	  using	  a	  point	  esJmate	  

•  integraJng	  out	  parameters	  (with	  fixed	  
parameters	  for	  prior)	  

more	  
Bayesian	  

less	  
Bayesian	  



•  integraJng	  out	  parameters	  (with	  fixed	  parameters	  
for	  prior)	  

data	  is	  a	  set	  of	  samples:	  	  



•  using	  a	  prior	  distribuJon	  over	  
parameters	  (not	  even	  really	  Bayesian)	  

•  compuJng	  posterior	  over	  parameters	  
instead	  of	  using	  a	  point	  esJmate	  

•  integraJng	  out	  parameters	  (with	  fixed	  
parameters	  for	  prior)	  

•  integraJng	  out	  parameters	  while	  
esJmaJng	  parameters	  of	  prior	  
(“Empirical	  Bayes”)	  

•  integraJng	  out	  parameters	  and	  prior	  
parameters	  (using	  a	  “hyperprior”)	  

•  …	  

more	  
Bayesian	  

less	  
Bayesian	  



Inference	  
•  inference	  roughly	  means	  “calculate	  staJsJcal	  
quanJJes	  of	  interest”	  

•  examples:	  
– compute	  the	  mode	  of	  some	  random	  variables	  
when	  condiJoning	  on	  some	  and	  marginalizing	  out	  
others	  

– compute	  marginals	  of	  some	  random	  variables	  
(variable	  posteriors	  when	  marginalizing	  out	  
everything	  else)	  

– compute	  posterior	  distribuJon	  over	  some	  subset	  
of	  random	  variables	  

26	  



Learning?	  
•  in	  Bayesian	  NLP,	  there’s	  oken	  no	  “learning”	  
•  there	  is	  only	  “inference”	  
•  just	  define	  model	  and	  do	  inference	  to	  calculate	  
what	  we	  want	  to	  calculate	  
–  no	  parameters	  are	  being	  esJmated	  from	  data*	  
– we	  are	  not	  opJmizing	  any	  loss	  funcJon*	  
–  there	  is	  no	  gradient	  descent*	  

•  but	  someJmes	  we	  do	  learn	  some	  latent	  variables	  
(certain	  parameters	  or	  hyperparameters),	  and	  
infer	  or	  marginalize	  over	  others	  

27	  
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Markov	  Chain	  Monte	  Carlo	  (MCMC)	  
•  MCMC	  algorithms	  are	  widely	  used	  in	  Bayesian	  
modeling	  but	  also	  useful	  more	  generally	  

•  can	  be	  used	  to	  generate	  samples	  from	  
distribuJons	  that	  are	  hard	  to	  sample	  from	  

•  samples	  can	  be	  used	  to	  esJmate	  quanJJes	  of	  
interest	  

•  these	  esJmates	  are	  unbiased	  

28	  



Gibbs	  Sampling	  
•  Gibbs	  sampling	  is	  the	  simplest	  and	  most	  
widely-‐used	  MCMC	  algorithm	  (at	  least	  in	  NLP)	  

29	  



Gibbs	  Sampling	  Template	  
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At	  convergence,	  each	  Jme	  we	  update	  any	  value	  of	  any	  random	  	  
variable	  in	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ,	  we	  have	  another	  sample	  from	  the	  posterior	  
	  
these	  samples	  can	  be	  used	  to	  esJmate	  any	  quanJty	  of	  interest	  	  
while	  offering	  some	  nice	  theoreJcal	  properJes	  

Gibbs	  Sampling	  Template	  

31	  



nearby	  samples	  are	  not	  necessarily	  uncorrelated,	  so	  it	  can	  take	  many	  
samples	  for	  good	  esJmates,	  especially	  of	  rare	  events	  
	  
guarantees	  are	  at	  convergence	  
	  
“burn-‐in”	  Jme	  can	  be	  hard	  to	  esJmate	  &	  depends	  on	  iniJalizaJon	  
	  
	  

Disadvantages	  of	  Gibbs	  Sampling?	  

32	  



•  Gibbs	  sampling	  is	  simple	  and	  has	  nice	  guarantees,	  
but	  it	  can	  be	  tricky	  to	  derive	  for	  NLP	  models	  

•  why?	  we	  just	  need	  to	  sample	  each	  random	  
variable	  condiJoned	  on	  all	  the	  others	  

•  in	  certain	  kinds	  of	  NLP	  models,	  hard	  to	  define	  the	  
random	  variables!	  

•  even	  when	  we	  can	  do	  this,	  the	  sampler	  might	  be	  
very	  slow	  to	  converge	  (“mix	  slowly”)	  

33	  



Example:	  Phrase	  Alignments	  in	  Machine	  TranslaJon	  
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DeNero	  et	  al.	  (2008):	  Sampling	  Alignment	  Structure	  
under	  a	  Bayesian	  Transla)on	  Model	  



Example:	  Phrase	  Alignments	  in	  Machine	  TranslaJon	  
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Graphical	  Models	  in	  NLP?	  
•  Gibbs	  sampling	  is	  easy	  to	  apply	  to	  graphical	  
models,	  but	  graphical	  models	  are	  not	  a	  good	  
fit	  for	  certain	  tasks/models	  in	  NLP:	  
– segmentaJon	  
– context-‐free	  grammars	  (see	  case-‐factor	  diagrams;	  
McAllester	  et	  al.,	  2007)	  

– finite-‐state	  automata	  
– models	  over	  paths	  in	  graphs	  
– models	  over	  hyperpaths	  in	  hypergraphs	  

36	  



Example:	  Laoce	  for	  Phrase-‐Based	  Machine	  TranslaJon	  

konnten : could

konnten : could

konnten sie : could you

sie : you

sie : you

es übersetzen : translate it

sie es übersetzen : you translate it

übersetzen :
translate

übersetzen :
translate

es : it

es : it

es : it

? : ?

? : ?

German:  konnten sie es übersetzen ?
English:   could you translate it ?

•  this	  is	  a	  finite-‐state	  transducer:	  a	  directed	  graph	  where	  each	  edge	  
consumes	  part	  of	  the	  input	  and	  outputs	  a	  string	  

•  each	  edge	  has	  a	  score	  (not	  shown)	  
•  a	  translaJon	  is	  a	  path	  from	  the	  start	  state	  to	  a	  final	  state	  

start	  
state	  

final	  
state	  German	  input:	  

English	  reference:	  



Phrase	  Laoce	  →	  Graphical	  Model	  

konnten : could

konnten : could

konnten sie : could you

sie : you

sie : you

es übersetzen : translate it

sie es übersetzen : you translate it

übersetzen :
translate

übersetzen :
translate

es : it

es : it

es : it

? : ?

? : ?

•  each	  edge	  in	  the	  phrase	  laoce	  is	  a	  binary	  random	  
variable	  in	  the	  graphical	  model	  



konnten : could

konnten : could

konnten sie : could you

sie : you

sie : you

es übersetzen : translate it

sie es übersetzen : you translate it

übersetzen :
translate

übersetzen :
translate

es : it

es : it

es : it

? : ?

? : ?

•  consider	  what	  happens	  when	  we	  set	  a	  variable	  to	  1	  (green)	  



konnten : could

konnten : could

konnten sie : could you

sie : you

sie : you

es übersetzen : translate it

sie es übersetzen : you translate it

übersetzen :
translate

übersetzen :
translate

es : it

es : it

es : it

? : ?

? : ?

•  just	  by	  seong	  one	  variable	  to	  1,	  many	  other	  variables	  are	  
forced	  to	  be	  0	  or	  1	  to	  obey	  path	  legality	  constraints	  



konnten : could

konnten : could

konnten sie : could you

sie : you

sie : you

es übersetzen : translate it

sie es übersetzen : you translate it

übersetzen :
translate

übersetzen :
translate

es : it

es : it

es : it

? : ?

? : ?

•  long-‐distance,	  determinisJc	  dependencies	  among	  variables	  
•  known	  to	  be	  problemaJc	  for	  certain	  inference	  algorithms	  
(Gibbs	  sampling	  and	  belief	  propagaJon)	  



Graphical	  Models	  for	  Dependency	  Parsing	  

•  define	  a	  binary	  random	  variable	  for	  each	  pair	  
of	  words	  in	  the	  sentence	  

•  global	  tree	  constraint	  among	  all	  random	  
variables	  (special	  handling	  for	  this	  constraint)	  

Smith	  &	  Eisner	  (2008):	  Dependency	  Parsing	  by	  Belief	  Propaga)on	  



Summary:	  Graphical	  Models	  in	  NLP	  
•  we	  can	  oken	  come	  up	  with	  a	  way	  to	  define	  
random	  variables	  for	  structured	  NLP	  tasks	  

•  downside:	  every	  variable	  may	  have	  an	  edge	  to	  
all	  others!	  (global	  constraints)	  

•  global,	  determinisJc	  potenJals	  can	  cause	  
issues	  with	  certain	  general-‐purpose	  inference	  
algorithms	  in	  graphical	  models	  

•  it’s	  beber	  to	  use	  specialized	  algorithms	  
designed	  for	  the	  global	  constraints	  
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LDA	  GeneraJve	  Story	  
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Graphical	  Model	  for	  LDA	  
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Gibbs	  Sampling	  for	  LDA	  
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Gibbs	  Sampling	  for	  LDA	  
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•  we	  now	  have	  a	  way	  to	  generate	  samples	  from	  
the	  posterior	  for	  the	  LDA	  model	  

•  how	  should	  we	  do	  the	  following?	  
– get	  topic	  assignments	  for	  each	  word	  in	  the	  
document	  collecJon?	  

– get	  topic	  distribuJon	  for	  a	  document?	  
– get	  esJmates	  of	  topic-‐word	  distribuJons	  for	  each	  
topic?	  
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